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Abstract 

In this thesis, we examine different skeletonization and skeleton pruning 
algorithms for their representation capabilities of petroglyph shapes. Petroglyphs 
are forms and figures pecked into rock surfaces by people thousands of years 
ago. They can be found all over the world and are studied by archeologists with 
great effort. To support the work of the archeologists on the recognition of shape 
similarity of petroglyphs, the vision beyond this thesis is to build an automated 
shape classificator. An important prerequisite for shape classification is the 
computation of a skeleton. We therefore investigate the origins and the definition 
of a proper skeleton, and carry out an extensive literature research on skeleton 
computation algorithms. We compile a test dataset of petroglyph shapes and 
examine their properties and special needs for the purpose of skeletonization. 
Subsequently we develop an automated preprocessing pipeline for petroglyph 
shapes and improve several state-of-the-art skeleton pruning algorithms. At last 
we evaluate our preprocessing pipeline and the different skeletonization and 
skeleton pruning algorithms on our full dataset and measure their performance. 
The proposed preprocessing pipeline produces smooth shapes for nearly 80% of 
all figures and we observe that a thinning of the shapes constitutes a proper 
tradeoff between the generation of spurious skeleton branches and the deletion 
of branches of visually important shape parts for nearly 85% of our shapes. 

The work for this thesis has been carried out in course of the project 3D-PITOTI, 
which is funded from the European Community's Seventh Framework 
Programme (FP7/2007-2013) under grant agreement no 600545; 2013-2016.  



 

IV 

Kurzfassung 

In dieser Diplomarbeit werden verschiedene Algorithmen zur Skelettierung und 
Verbesserung bestehender Skelette auf ihre Anwendbarkeit auf Formen von 
Petroglyphen untersucht. Unter Petroglyphen versteht man prähistorische 
Felszeichnungen, die vor tausenden von Jahren von Menschen in Steine ein-
graviert oder eingepickt wurden. Es gibt Fundstellen auf der ganzen Welt, die von 
Archäologen mit großem Einsatz studiert werden. Zur Unterstützung der 
Archäologen bei der Einordnung der Figuren in bestimmte Klassen anhand ihrer 
gestaltlichen Ähnlichkeit soll eine Methode zur automatisierten Klassifikation der 
Formen entwickelt werden. Bei der Skelettberechnung handelt es sich um eine 
Vorarbeit für diese automatisierte Klassifizierung. Wir erforschen dazu die 
Ursprünge und die Definition von Skeletten digitaler Formen und führen eine 
umfassende Literaturrecherche zu Skelettberechnungsalgorithmen durch. Des 
Weiteren erstellen wir einen Testdatensatz von Petroglyphen und untersuchen 
sie auf ihre Eigenschaften und ihre speziellen Anforderungen an die Skelet-
tierung. Anschließend entwickeln wir ein Vorverarbeitungsverfahren für 
Petroglyphen und adaptieren existierende Skelettierungsalgorithmen für diese 
Anwendung. In einem abschließendem Schritt evaluieren wir unser Vor-
verarbeitungsverfahren und die verschiedenen Algorithmen zur Skelettierung und 
Verbesserung bestehender Skelette auf einem großen Datensatz und messen 
ihre Effizienz. Dabei produziert unser Vorverarbeitungsverfahren zufrieden-
stellende Ergebnisse für beinahe 80% aller Figuren. Außerdem beobachten wir, 
dass eine einfache Ausdünnung (engl. Thinning) der vorverarbeiteten Formen 
einen guten Kompromiss zwischen der Generierung von unerwünschten 
Skelettästen und dem Erhalt aller strukturell wichtigen Figurteile darstellt. Für 
beinahe 85% aller Figuren kann so ein repräsentatives Skelett ermittelt werden. 

Die Forschungsarbeiten für diese Diplomarbeit wurden im Rahmen des Projektes 
3D-PITOTI ausgeführt, welches im 7. Forschungsrahmenprogramm (FP7/2007-
2013) unter der Fördervertragsnummer 600545; 2013-2016 von der 
Europäischen Union gefördert ist.  
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1 Introduction 

Petroglyphs are messages from our past. It’s an archeological term for human-
made markings on stone, which were pecked, scratched or carved into rocks by 
people thousands of years ago (cf. Chippindale & Taçon, 1998). Petroglyphs can 
be found all over the world and they are preserved, studied and interpreted by 
archeologists with great effort. Their variety spans from simple geometric shapes 
up to pictures showing hunting, fighting or dancing scenes (cf. Figure 1). They 
mostly exist on rock panels on the outside, exposed to the weather, rather than 
inside caves, and are therefore affected by abrasion and erosion (cf. 3D-PITOTI 
project consortium, 2012). 

 

 

Figure 1: A prehistoric fighting scene pecked into the rock in Valcamonica (Italy). 
Image by Markus Seidl. 
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1.1 Problem Statement 
Archeologists have been studying petroglyph shapes for decades using different 
time-consuming methods mainly carried out by hand. With the rise of digital 
photography and more recently different 3D scanning technologies, not only the 
preservation of that cultural heritage and the access to it has been facilitated. 
Also the demand for the support of computers in the study and analysis of it 
arose. 

Recent research in the area of interest includes image segmentation (cf. Seidl & 
Breiteneder, 2012), the analysis of petroglyph shapes (cf. Takaki, Toriwaki, 
Mizuno, & Izuhara, 2006) and their automated classification and retrieval (cf. V. 
Deufemia, Paolino, & de Lumley, 2012; Vincenzo Deufemia & Paolino, 2013; 
Zhu, Wang, Keogh, & Lee, 2009, 2011) with the help of computational image 
processing.  

In order to accomplish an automated classification of the petroglyph shapes into 
different pre-defined classes (e.g. animal, warrior, house, etc.), detailed analyses 
of the shapes is necessary. There are a lot of shape representation and 
description techniques for digital objects (cf. D. Zhang & Lu, 2004). One 
approach for the abstraction of a shape is to compute its skeleton. 

Skeletonization is referred to as the technique of computing a structural 
abstraction of shapes in digital images (cf. Figure 2). The basic idea of a skeleton 
is that of eliminating redundant information of the shape while retaining only the 
topological information concerning the structure of the object (cf. Davies, 2012, p. 
244). 

 

Figure 2: A shape (black) and its skeleton (white). 
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There are numerous applications for skeleton computation algorithms. The first 
ones were pattern recognition tasks for character detection, pushed by banks in 
the 1950s who were interested in automatic cheque sorting (cf. Rutovitz, 1966). 
Many others quickly developed, from medical applications (i.e. blood cell analysis 
or chromosome analysis), over security ones (i.e. fingerprint recognition) to more 
general ones (i.e. handwriting recognition, robotic vision, etc.). With further 
increase of the computation power also the applications for skeletonization 
increased (cf. Palágyi, 2009). In biomedical applications 3D-skeletonization is 
used to compute collision-free paths for virtual navigation through human organs 
(i.e. colonoscopy, angioscopy or bronchoscopy). In computer graphics skeletons 
are also used for the animation of the deformation of static objects and for 
character animation (cf. Sanniti di Baja, 2008). 

The application we are interested in is the recognition of petroglyph shapes. For 
that purpose, Siddiqui et al. developed a shock grammar that divides the skeleton 
of an object into different parts according the curvature of the related boundary 
segments (cf. Siddiqi & Kimia, 1996). They further propose the use of shock 
graphs for the matching of the shapes (cf. Siddiqi, Shokoufandeh, Dickinson, & 
Zucker, 1999). 

 

Figure 3: The use of shock graphs for shape matching. The skeleton is divided 
into parts according the curvature of the boundary and those parts are matched 
with other shapes. Same colors indicate matching shock branches, gray ones 
have been spliced in the shock graph. (Adapted from: Sebastian, Klein, & Kimia, 
2001, p. 760) 
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1.2 Target and Approach 
The aim of this thesis is to evaluate several existing skeletonization algorithms on 
petroglyph shapes and make suggestions for proper improvements to meet the 
special needs of the present data. 

In the course of this work the following questions are investigated and answered: 

• What are recent skeletonization algorithms and pruning techniques for digital 
shapes? 

• What are quality measures for skeletons and pruning techniques? 
• What is the performance of recent skeletonization algorithms and pruning 

techniques on petroglyph shapes? 
• How can they be improved for petroglyph shapes? 

To answer the above questions, the following approach has been chosen: 

At first we carry out a literature research on existing skeletonization algorithms 
and pruning techniques. In parallel, we create a test data set of petroglyph 
shapes, on which we evaluate existing algorithms. With the results from the first 
tests we define quality measures for skeletons of petroglyphs upon, which we 
examine and compare the performance of existing algorithms. Subsequently we 
improve existing algorithms to match the needs of the present data, and evaluate 
the derived skeletons for their shape representation capability in order to reach 
our ultimate goal, the automated recognition of petroglyph shapes. 

1.3 Outline of this Thesis 
In Section 2 we investigate the origin and definition of the skeleton of a digital 
shape and summarize the development and state of the art of skeleton 
computing and pruning methods in Section 3. In Section 4 we present the dataset 
of petroglyph shapes and in Section 5 we describe our approach and carry out 
the first experiments on the skeletonization of petroglyphs. Section 6 embraces 
our improvements on skeleton pruning algorithms for the dataset as well as the 
development of an automated pre-processing pipeline. In Section 7 we evaluate 
the pre-processing and skeleton pruning algorithms and present our results. 
Section 8 gives a conclusion of the whole work, answers the posed research 
questions and gives an outlook on future work on the skeletonization of 
petroglyphs. 
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2 Origin and Definition 

In literature the usage of terminology for skeletonization is highly ambiguous. 
Skeletonization, thinning, medial axis transform, distance transform as 
methodologies and skeleton, medial axis or medial line as their results are used 
quite differently although they are not the same (cf. Sanniti di Baja, 2006). 
Therefore an extensive literature research was carried out back to the beginnings 
of skeletonization. This section gives a brief introduction into skeletonization and 
its origin, presents the different models, summarizes the definition of a proper 
skeleton and describes the idea of skeleton pruning. 

2.1 Cyclomatic Diagram 
To our knowledge Johann Benedict Listing, a German mathematician born in 
1808, first introduced the idea of a linear skeleton under the name cyclomatic 
diagram in his work on the topology of complex forms (cf. Figure 4). He describes 
it as the result of a continuous contraction of the form, similar to a mechanical 
shrinking of a body when applying physical pressure or reducing temperature, but 
with the restriction that the topology of the form (such as loops, etc.) remains 
intact (cf. Listing, 1862, p. 19 ff.). 

 

Figure 4: A complex figure and its cyclomatic diagram (Adapted from Listing, 
1862 Taf.I). 
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2.2 Medial Axis 
In 1964 the british biologist Harry Blum proposes the term medial axis (MA) and 
its transforming function the medial axis function (MAF) or medial axis transform 
(MAT) in lack of a general descriptor for shapes (cf. Blum, 1967, p. 362f.). His 
work, as explained by himself, was largely inspired by Gestalt psychologists such 
as Koffka and others. But their approaches were unsatisfactory to him due to a 
lack of precision and detail. He proposes several different definitions for his 
concept of the medial axis: 

 

Wave front propagation 

The contour of a figure is considered as the origin of a grass fire. As the fire or 
wave fronts propagate with constant speed inside the figure, two or more of them 
eventually meet and extinguish each other (cf. Figure 5). The sum of all points 
where such a removal happens forms the medial axis (cf. Blum, 1967, p. 364 f.). 

 

Figure 5: A shape and it's medial axis generated at the excitation points of the 
grassfires (Reprinted from Vincent, 1991, p. 298). 

 

Ridge following 

Blum and Kotelly worked out an alternate definition that uses a three-dimensional 
imagination of a figure (cf. Figure 6). They explain the medial axis as the ridge 
formed by a union of cones whose bases sit on the original contour (cf. Kotelly, 
1963). 
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Figure 6: A 2D-figure and its transformation into 3D space with cones sitting on 
the original contour. The apexes of the cones form the medial axis. (Reprint and 
slightly adapted from: Blum, 1967, p. 367) 

 

Maximal discs 

According to Blum the medial axis can also be seen as the sum of centers of all 
maximal inscribed discs. Discs that touch the original figures contour in at least 
two points, but do not extend it (cf. Figure 7). The figure is fully represented by 
the logical union of all of its maximal discs (cf. Blum, 1967, p. 367f.). 

 

Figure 7: A shape and it's medial axis generated by the centers of maximal disks 
(Reprinted and slightly adapted from Vincent, 1991, p. 299). 

All three of the above presented definitions explain the same concept, Blum calls 
the medial axis. As the medial axis transform preserves information about the 
span of the shape (radii of the maximal discs), it is invertible as the original shape 
can be fully reconstructed (cf. Blum, 1967, p. 366). 
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2.3 Morphological Thinning 
Another, morphological method, which can also be used to obtain a skeleton of a 
digital object, is thinning (cf. Figure 8). It is defined as the process of iteratively 
removing pixels from the objects contour without changing it’s topology, until only 
a connected, unit-wide skeleton remains (cf. Davies, 2012, p. 245). 

First experiments on morphological thinning of binary shapes have been carried 
out back in the 1950s by Dinneen (cf. Dinneen, 1955) and Kirsch et al. (cf. 
Kirsch, Cahn, Ray, & Urban, 1958) on the thinning of printed characters. 

 

Figure 8: The iterative thinning of the character T. With each iteration one layer of 
pixels is removed from the outisde, until a single pixel-wide skeleton remains. 
(Reprint from: Parker, 2011, p. 216) 
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The original shape cannot be reconstructed from the thinning skeleton, as both 
algorithms do neither count the number of iterations nor do they preserve any 
other information about the thickness of the original shape. Another difference to 
the medial axis is, that it is reliably unit-wide, i.e. no 2 pixel wide branches where 
shape has even number of pixels in width or height (cf. Section 3.1.1). Hence the 
thinning skeleton does not truly represent the medial axis as defined by Blum (cf. 
Section 2.2). 

2.4 Differentiation between Medial Axis and 
Thinning Skeleton 

Whereas in literature the medial axis and the skeleton obtained by thinning are 
often referred to as the same (cf. Jain, 1989, p. 382), this is not correct as they 
have different outputs. Shaked and Bruckstein differentiate it and state that 
where skeletonization produces the exact medial axis of a figure (cf. Figure 9 
right), thinning algorithms aim at producing “thin versions” (cf. Figure 9 left) where 
no width information is retained (cf. Shaked & Bruckstein, 1998, p. 157). 

 

 

Figure 9: Comparison of thinning (left) and skeletonization via DT (right) of some 
simple shapes. Note that the thinning skeleton and the MAT of the rectangles are 
fundamently different, whereas others only slightly differ. (Adapted from: Pratt, 
2007, pp. 437 & 441) 
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2.5 Definition of a Skeleton 
Looking at the results of both methods, Parker et al. define the skeleton of a 
digital shape with a set of generally agreed upon properties (cf. Parker, Jennings, 
& Molaro, 1994): 

• A skeleton is a set of pixels, 
• who lie whithin the object’s shape, and 
• are as far from the object’s boundaries as possible. 
• The pixels are: 

o 1 connected at ends, 
o 2 connected at internal points, and 
o 3+ connected at points of intersection. 

• The topology of the original shape must remain constant, and 
• the skeleton of one object should be one connected set of pixels. 

Some other characteristics are defined by Sanniti di Baja which may not always 
be satisfied at the same time or may require some pre- or postprocessing (cf. 
Section 2.6; cf. Sanniti di Baja, 2008): 

• Robustness: minor changes in the shape must produce only minor 
changes of the skeleton. 

• Invariance: the skeleton does not change with variation of the shape’s 
position or orientation. 

• Reversability: the original shape can be recovered from the skeleton. 

2.6 Skeleton Pruning 
Right from the beginnings of skeletonization it was recognized that its com-
putation is very sensitive to boundary noise. Small perturbations of a shape have 
a large influence on the skeleton (cf. Figure 10) and in order to overcome that 
problem some regularization is needed (cf. Shaked & Bruckstein, 1998, p. 156). 

 

Figure 10: The skeleton of a rectangle and the skeleton of a rectangle with a 
small perturbation of the shape (Reprint from: Feldman & Singh, 2006, p. 18016). 
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The removal of such unwanted branches in the skeleton is called „skeleton 
pruning“ (cf. Figure 11). As a clear consequence of skeleton pruning, the original 
shape cannot be fully recovered any more (cf. Sanniti di Baja, 2006, p. 6 f.). 

Existing pruning methods can be consolidated in three categories (cf. Liu, Wu, 
Zhang, & Hsu, 2013, p. 1138): 

 The first one embraces all smoothing approaches of a shape’s boundary 
before computing the skeleton. 

 The second one covers the pruning of skeleton branches based on a 
significance value calculated for every single skeleton point. This 
results in a shortening of all skeleton branches. 

 The third class of skeleton pruning algorithms calculate a significance 
measure for each branch. Thus not a simple shortening of branches 
happens but a skeleton branch either persists or is removed as a whole. 

 

Figure 11: The medial axis of a shape (left) and the pruned skeleton (right)  
with a reconstruction of the shape (green) and the reconstruction error (red)  
(Reprint from: Shen, Bai, Yang, & Latecki, 2012, p. 2). 

There are two types of measurement for the significance of a skeleton point or 
branch (cf. Liu et al., 2013, p. 1138): 

 Local measurements compute the significance measure from only a 
small neighbourhood of the point/branch (i.e. length of the branch, length 
and curvature of the boundary generating that branch, etc.), whereas 

 global measurements consider the impact of the removal of the 
point/branch on the overall shape (i.e. difference of boundary length, 
difference of reconstructed area, etc.). 
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Shaked and Bruckstein compare four salience measures and come to the result 
that pruning methods have to qualify by at least the following two properties (cf. 
Shaked & Bruckstein, 1998, p. 160): 

• They should preserve the topology of the original shape and skeleton 
(i.e. do not disconnect any axes), and 

• they should be continuous (i.e. small differences in the significance 
measure should lead to only small changes of the skeleton). 
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3 State of the Art 

This section, at first, gives an overview of the development and state of the art of 
skeletonization algorithms for digital images and tries to categorize them. As the 
issue of skeletonization can be considered as solved, at second, a closer look is 
taken at recent developments of skeleton pruning algorithms. 

3.1 Skeletonization Methods 
According to Arcelli and Sanniti di Baja algorithms for skeleton computation of 
digital images in discrete space can generally be classified according to two 
definitions (cf. Arcelli & Baja, 1996). Skeletonization by medial axis transform, 
which produces skeletons following Blum’s definition of the medial axis (cf. 
Section 2.2), and skeletonization by thinning, which produces a thin version of a 
shape (cf. Section 2.3). The medial axis transform was also applied to polygonal 
shapes in continuous space, which we handle as a third category of algorithms 
(cf. Sanniti di Baja, 2008). Over time several other skeletonization algorithms 
were developed that don’t follow the above categorization. They are therefore 
subsumed in a fourth category. 

3.1.1 Skeletonization by Medial Axis Transform 

Blum already proposes the distance function to obtain the medial axis of a shape, 
stating it being the “locus of discontinuities in the derivate of the distance field” 
(cf. Blum, 1967, p. 367). The distance transform (DT) is an operator that is 
applied to binary images and calculates for every foreground pixel of a shape the 
distance to it’s nearest background pixel and outputs the distance map (cf. Figure 
12). Pixels near the contour of a shape are labelled with a lower value than pixels 
further away from its border. To obtain a skeleton from that distance map, a ridge 
following has to be conducted that gives a connected set of of the local maxima 
of the DT. 



3 State of the Art  

14 

 

Figure 12: The distance map (a) of a binary shape, (b) its set of local maxima, 
and (c) the connected skeleton. (Adapted from: Davies, 2012, p. 252) 

Rosenfeld and Pfaltz are one of the first who introduce a computer algorithm for 
the computation of the DT (cf. Azriel Rosenfeld & Pfaltz, 1966) and proof that 
they can compute a skeleton from it (cf. Figure 13) that follows Blums definition of 
the medial axis (cf. Section 2.2). 

 

Figure 13: The distance transform of three binary shapes (left) and their "distance 
skeleton" (right) as computed by Rosenfeld and Pfaltz. For simplicity on the left 
only odd values are displayed modulo 10, where on the right all values are shown 
modulo 10. (Adapted from: Azriel Rosenfeld & Pfaltz, 1966, p. 483 and 486) 

One drawback of the skeleton computed with the DT is that it may be two pixels 
wide when the shape has an even number of pixels in width or height. But on the 
other side the original shape can be fully reconstructed, as the values for the 
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pixels of the distance skeleton represent the radii of the maximum disks (cf. 
Section 2.2). 

The above-presented algorithm uses the “chessboard” distance (non-Euclidean) 
as pointed out by the authors and is therefore easy and efficient to compute. But 
Borgefors notes that a major disadvantage of this algorithm is that the resulting 
skeleton is very rotation dependent, and develops a new metric for the DT on her 
own (weighted DT), which is still computationally efficient but invariant to rotation 
of the shape (cf. Borgefors, 1984).  

In another paper, she gives a good overview of other metrics used for distance 
transform (Euclidean DT, path-generated DT, etc.) which are rotation 
independent but more complex and therefore have higher computational costs. 
She points out their differences in great detail, discusses the application to higher 
dimensions (3D, 4D) and tries to give a decision helper for choosing the right 
metric (cf. Borgefors, 2005). 

Fabbri et al. review 2D distance transform algorithms using exact Euclidean 
distance and summarize the main advances in the development of DTs between 
1980 and 1995. They further implement six of the best state-of-the-art algorithms 
developed between 1994 and 2003 and compare their computation performance 
on different test images (cf. Fabbri, da Fontoura Costa, Torelli, & Bruno, 2008). 

Krinidis proposes a new algorithm for distance transformations in 2D which is 
general, error-free and yet fast and easy to implement (cf. Krinidis, 2012). He 
obtains accurate distance transformation maps with only four scans of the input 
image being able to use any kind of distance measure. 

3.1.2 Skeletonization by Thinning 

To our knowledge Rutovitz was the first who described a computer algorithm for 
thinning and its use for pattern recognition (cf. Rutovitz, 1966). 

The simplest way of doing this is to iteratively look at the 8 neighbours of every 
foreground pixel of a shape. To ensure the connectivity of the skeleton, the 
number of 0-1 and 1-0 transitions in the 8-neighbourhood is counted (= 
connectivity number χ; cf. Figure 14). If that number is 2 and the sum of 
foreground pixels around the considered pixel is > 1, it can be removed (set to 
background). Otherwise the pixel must retain because it’s either the end of a 
branch (only one neighbouring pixel) or essential for the topology (χ ≠ 2). This 
process is repeated until no further pixel can be removed (cf. Davies, 2012, p. 
247f.). 
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Figure 14: Examples of pixels with their 8 neighbours and the determined 
connectivity number χ (Reprint from: Davies, 2012, p. 247). 

Another way for thinning, which can be processed in parallel, is that of applying 
different 3x3 pixel wide patterns to every north, south, east and west looking pixel 
of the contour (cf. Figure 15). All north pixels that match the according pattern are 
marked for deletion at once, then all west looking pixels, all south and all east 
looking pixels (cf. Figure 16). Subsequently all marked pixels are removed at 
once. That process is iteratively repeated, until no more pixels match a pattern 
(cf. Davies, 2012, p. 248ff.). 

 

Figure 15: Patterns for thinning of north, west, south and east looking pixels of 
the contour. Black pixels are object pixels, white pixels are background, pixels 
with X are ignored. (Reprint from: Parker, 2011, p. 213) 

 

Figure 16: The thinning of the character T. (a) After all north pixels were marked 
for deletion. (b) After all west pixels. (c) After south pixels. (d) After east pixels.  
Black pixels represent the ones being deleted in this iteration step. (Reprint from: 
Parker, 2011, p. 215) 
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In a comprehensive survey, Lam, Lee and Suen compare 25 different thinning 
algorithms developed until 1992 and evaluate them according their pixel-deletion 
criteria and their operation modes (parallel vs. sequential). They try to compare 
the quality of the obtained skeletons although they state in the end that their 
measure remains largely subjective as an objective framework for the 
measurement of skeleton quality still remained to be developed then (cf. Lam, 
Lee, & Suen, 1992).  

Saeed et al. extend Lam et al.’s survey up to the year 2008 and compare 14 
more thinning algorithms again according their type of methodology and the 
parallelization possibility (cf. Saeed, Tabedzki, Rybnik, & Adamski, 2010). They 
use their findings to improve their former developed KMM-algorithm (cf. Saeed, 
2001), compare it to several others according their output width, angles 
preservation and topology preservation, and publish it as K3M-algorithm. 

Parker states that only few of the thinning algorithms developed in 40 years of 
skeletonization really present novelties whereas most of them concentrate on the 
improvement of the performance of existing algorithms (cf. Parker, 2011). In the 
same book he describes several thinning artifacts, many of the classic algorithms 
suffer from, namely necking, tailing and spurious projections (cf. Figure 17). He 
also proposes the combination of several computation steps from different 
algorithms to overcome those problems as best possible: 

• Stentiford and Mortimers’s pre-processing (cf. Stentiford & Mortimer, 
1983), combined with 

• Zhang-Suen’s basic thinning (cf. T. Y. Zhang & Suen, 1984), and 
• Holt et al.’s staircase removal as post-processing (cf. Holt, Stewart, Clint, 

& Perrott, 1987). 

 

Figure 17: Typical thinning artifacts: (a) necking, (b) tailing and (c) spurious 
branches. (Adapted from: Parker, 2011, p. 217) 
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3.1.3 Skeletonization in Continuous Space 

To our knowledge Montanari was the first to describe the skeletonization of 
objects in continuous space. He applies the idea of Blum’s wavefront propagation 
to polygonal contours and introduces a computer algorithm for the computation 
(cf. Ugo Montanari, 1969). With geometric calculations the boundaries of the 
shape are transformed (cf. Figure 18) and a skeleton can be obtained as a result. 

 

Figure 18: Boundary transformation of a polygon to obtain a skeleton. Concave 
vertices in the original contour generate arcs of circles in the skeleton. (Adapted 
from: Ugo Montanari, 1969, p. 537) 

Kirkpatrick criticizes the computation complexity of Montanari’s algorithm and 
proposes the use of the Voronoi diagram (VD) for the extraction of the medial 
axis of a polygon (cf. Kirkpatrick, 1979). He proves that the medial axis is a 
subset of the internal VD of a polygon and can easily be obtained by removing 
the Voronoi edges generated by concave vertices (cf. Figure 19). 

 

Figure 19: The Voronoi diagram of two polygonal shapes. The medial axis (red) 
is a subset of the internal VD. (Adapted from: Kirkpatrick, 1979, p. 20) 
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Lee gives a simpler implementation of Kirkpatrick’s method by using a divide-
and-conquer technique to recursively dissect the polygonal figure and merge the 
VDs of the parts (cf. Lee, 1982). 

For the skeletonization of a discrete shape, it first has to be approximated with a 
polygon before the skeleton can be computed. As pointed out by Ogniewicz and 
Ilg, natural shapes do often require a large number of vertices for an accurate 
approximation (cf. Ogniewicz & Ilg, 1992). Thus numerous additional branches 
are introduced, which do not contribute essentially to the original shape (cf. 
Figure 20). They therefore propose the regularization of the skeleton (cf. Section 
3.2.1). 

 

Figure 20: The Voronoi diagram of the highlighted part of a polygonal 
approximation of a discrete shape (left), the derived internal and external 
skeletons of the same part (right), and the complete skeleton containing many 
insignificant branches. (Adapted from: Ogniewicz & Kübler, 1995, p. 351) 

3.1.4 Other Skeletonization Methods 

Over time, numerous other skeletonization methods were developed which 
cannot be clearly classified into one of the above categories. They were mainly 
made possible due to rising computation power of modern computers. Two are 
mentioned here as examples. 

Parker uses the idea of a force field, where every background pixel on the 
boundary of the object exerts a ‘force’ on the object pixels, decreasing with the 
distance to it (cf. Figure 21). For all object pixels the sum of all force vectors is 
calculated and a skeleton is iteratively grown at all points of the object, where the 
direction of the force vector inverts. He tests his algorithm on a number of 
pictures and visually compares his results to the skeletons obtained with Zhang-
Suen’s thinning algorithm (cf. T. Y. Zhang & Suen, 1984). He reports promising 
results most likely because of the sub-pixel precision of his algorithm, but also 
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states the major drawback of his algorithm as being rather slow (cf. Parker et al., 
1994). To our knowledge no further development was carried out on that 
approach. 

 

Figure 21: Computing the force adjacent background pixels exert on object 
pixels. The vector sum of forces is accumulated. The nearer the force exerting 
pixel, the higher the force. (Reprint and slightly adapted from: Parker et al., 1994, 
p. 84) 

Krinidis and Chatzis developed another skeletonization approach by modelling 
the shape by an elastic 2D boundary model (cf. Figure 22). Subsequently they 
apply external forces on the model and look for points where the model folds into 
a thin line. Those are skeletal points and the process is stopped when a global 
equilibrium state is reached and the model stops moving (cf. Krinidis & Chatzis, 
2009). 

 

Figure 22: The representation of a 2D-shape as a deformable model where 
different forces are applied (Reprint from: Krinidis & Chatzis, 2009, p. 3). 
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3.2 Pruning Algorithms 
As stated above (cf. Section 2.6), a major disadvantage of all skeleton 
computation algorithms is that they are very sensitive to boundary noise. So to 
obtain a “clean” skeleton without “noisy” branches, some further pruning is 
necessary. Shaked and Bruckstein state that practically all skeletonization 
algorithms for general shapes have some kind of implicit pruning (cf. Shaked & 
Bruckstein, 1998, p. 156) but there are also methods which concentrate explicitly 
on pruning. 

All of the about to be presented pruning methods can be applied to any skeleton, 
regardless which method it was obtained with (DT, thinning or other). Instead, for 
a better overview, the presented methods are classified according the categories 
of pruning algorithms introduced in Section 2.6. As the smoothing of shape 
boundaries can also be seen as a form of pre-processing, we only use the other 
two categories here. Pruning of skeletons based on a significance value 
calculated for every single skeleton point, and pruning algorithms that calculate 
significance measures for a whole branch. 

3.2.1 Point-based Skeleton Pruning 

Montanari first develops a form of regularization to detect the most important 
skeleton branches. He proposes the use of a threshold for Blum’s “propagation 
velocity of the wavefront” (cf. Section 2.2) which complies with a minimum value 
of the DT of a skeleton end branch (cf. U. Montanari, 1968, p. 617). Rosenfeld 
and Davies pick up Montanaris idea and apply it to their thinning skeleton (cf. A. 
Rosenfeld & Davis, 1976, p. 227 f.). 

Blum himself proposes the use of a boundary/axis weight for the regularization of 
unwanted branches caused by boundary perturbations. But he also states that in 
their case of biological forms those perturbations are not always distortions but 
more likely important features of a shape and therefore pruning should be carried 
out with great care (cf. Blum & Nagel, 1978, p. 177 f.). 

Ho and Dyer point out the weakness of boundary smoothing before skeleton 
computation, as it only uses the local context of the boundary. They instead 
propose the computation of the relative prominence of a skeleton point by using 
the maximum distance between a border segment and the generating maximum 
disk (d) in relation to its radius (r) (cf. Figure 23) (cf. Ho & Dyer, 1984, p. 4). 
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Figure 23: The relative prominence of a skeletal point is defined as d/r. 
(Reprint from: Ho & Dyer, 1984, p. 16) 

Ogniewicz and Ilg compare several other regularization methods for skeleton 
points namely potential residual, circularity residual, bi-circularity residual, and 
chord residual (cf. Figure 24). For further pruning of the obtained skeleton, they 
propose the generation of a skeleton pyramid by computing the skeleton of the 
same shape with different parameter settings, and consecutively clustering of the 
branches according their significance. Thus they obtain very stable skeletons 
where only important branches remain (Ogniewicz & Ilg, 1992). 

 

Figure 24: Different residual functions (a) potential residual and circularity 
residual, (b) bi-circularity residual, and (c) chord residual for the regularization of 
a skeleton. (Adapted from: Ogniewicz & Ilg, 1992, p. 64) 

Telea and van Wijk introduce a new skeletonization algorithm with implicit 
pruning called Augmented Fast Marching Method (AFMM). They use Sethian’s 
fast marching level set method (cf. Sethian, 1996) for a quick computation of the 
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DT. For every skeletal point they determine the length of the boundary segment it 
came from (cf. Figure 25). Thus all skeletal points that derive from short 
boundary segments can easily be pruned away by setting a single threshold 
value (cf. Telea & van Wijk, 2002).  

 

Figure 25: The pruning of the skeleton of a horse shape with different thresholds t 
for the number of boundary pixels each seketal point derives from. Skeleton 
points that derive from short boundary segments are removed whereas points 
that derive from larger segments remain. (Reprint from: Telea & van Wijk, 2002, 
p. 256) 

Inspired by the work of Telea et al., Howe implements his own interpretation of 
their method for his work on handwriting recognition using the contour length as 
salience measure and publishes it on his website (cf. Howe, 2004a). 

Due to problems with the accuracy of the skeleton derived with the AFMM-
method (skeleton branches having the wrong angle, branches thicker than 1 pixel 
or disconnected branches), Telea evaluates his method, compares it to others 
and introduces the improved AFMM*-method. Instead of using only the first 
neighbouring pixel found for boundary length computation, he considers all eight 
neighbouring pixels and uses the one with the minimum distance (cf. Reniers & 
Telea, 2007). 

Shen et al. introduce a new significance measure for skeleton pruning they call 
Bending Potential Ratio (BPR). When following the ridges in the distance 
transform from the highest point, they calculate a ratio for the bending potential of 
the contour segment generated by the two points of the maximum disc that are 
tangent to the boundary. They compare it to other pixel based significance 
measures for skeletons (contour length and bisector angle), Krinidis’ work on 
physics-based skeletons (cf. Krinidis & Chatzis, 2009), and to their skeletons 
pruned with Discrete Curve Evolution (DCE) (cf. Section 3.2.2). Compared to 
Krinidis, they reach a higher correspondence to the true medial axis (cf. Figure 
26) whereas compared to the DCE-algorithm, they have no remaining 
unimportant branches (cf. Figure 27) and also do not need prior knowledge of the 
shape of the figure for parameter setting (the DCE-parameter is the number of 
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vertices and therefore important for the number of remaining salient points). They 
state that their parameter for the threshold of the BPR can be kept stable (t=0.8) 
for a large variety of shapes. They quantitatively evaluate the reconstruction error 
of the shape from their skeleton on the MPEG-7 Core Experiment CE-Shape-1 
data set and evaluate its potential for shape matching (cf. Shen, Bai, Hu, Wang, 
& Latecki, 2011). 

 

Figure 26: Comparison of (a & b) Blum’s MAT via Euclidean DT obtained with 
Choi et al.’s algorithm (cf. Choi, Lam, & Siu, 2003), with (c & d) Krinidis' skeletons 
via physics-based deformable models (cf. Krinidis & Chatzis, 2009), and (e & f) 
the proposed pruning method with bending potential ratio. Note the lower 
correspondence to the medial axis (orange) and some unwanted branches 
(magenta). (Adapted from: Shen et al., 2011, p. 204) 
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Figure 27: Comparison of Bai's pruning algorithm with DCE (col. 1 & 2) with 
different number of vertices (cf. Bai, Latecki, & Liu, 2007), and the proposed 
pruning algorithm with BPR (col. 3). Note the shortening of significant branches 
(red) and remaining insignificant ones (magenta).  
(Adapted from: Shen et al., 2011, p. 205) 

Telea further uses his AFMM*-method (cf. Reniers & Telea, 2007) for quick and 
efficient, feature-preserving smoothing of digital shapes. He introduces another 
saliency metric σ that is defined as the ratio of the minimum boundary length 
generated by the maximum disc of a skeleton pixel, to the radius of the maximum 
disc. Smoothing it with a threshold σmin and using only that connected component 
that passes through the maximum of the DT, he obtains the skeletons rump with 
all important branches connected (cf. Figure 28). He applies his method on 
several datasets also used by others, e.g. Ogniewicz and Kübler (Ogniewicz & 
Kübler, 1995) and further uses it to smoothen shapes by reconstructing the 
shape from the simplified skeleton and subsequently applying the same method 
on the background as well. The first step removes the cusps whereas the second 
step removes the dents of the figure (cf. Telea, 2012). 
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Figure 28: Pruning of the DT skeleton with the proposed saliency metric σ. The 
saliency of the skeleton rump decreases constantly from its maximum whereas 
the saliency value of unwanted branches decreases from the outside in.  
(Reprinted and slightly adapted from: Telea, 2012, p. 160) 

The above presented methods all compute their significance value for each 
single point of the skeleton. A thresholding of this value denotes to a shortening 
of the branches. In contrast to that, the methods presented in the next section do 
not shorten branches. A skeleton branch either remains as a whole or is removed 
regarding its significance. 

3.2.2 Branch-based Skeleton Pruning 

Bai et al. propose a novel method of implicit skeleton pruning based on Discrete 
Curve Evolution (DCE) introduced by Latecki and Lakämper (cf. Latecki & 
Lakämper, 1999). Contour points with low contribution to the shape of a figure 
are iteratively removed until only a predefined number of points remain which 
give a polygonal representation of the shape. They then define that only points 
with convex curvature can be endpoints of the skeleton. The skeleton is 
computed by ridge following in the DT where only branches are followed that lead 
to an endpoint defined above. Thus they obtain a stable skeleton with only 
visually important branches that all proceed to the shape’s contour without being 
shortened (cf. Figure 29). The proposed algorithm does need some prior 
knowledge about the figure as the number of vertices for the DCE and therefore 
remaining endbranches of the skeleton has to be provided as a parameter (cf. 
Bai et al., 2007). 



3 State of the Art  

27 

 

Figure 29: Comparison of (a) original DT skeleton, (b) the skeleton pruned by a 
conventional algorithm (cf. Choi et al., 2003) with unconnected (red circles) and 
unimportant branches (magenta), and (c) the skeleton derived with the proposed 
DCE algorithm. The figure is first simplified to a polygon with a prior defined 
number of vertices (red lines) and then the skeleton is grown to the convex 
endpoints. (Adapted from: Bai et al., 2007, p. 450) 

They further improve their algorithm by removing the necessity of prior 
knowledge of the shape. They compute the DCE-skeleton with the algorithm 
explained above with a fixed parameter (50 vertices). Subsequently they add a 
reconstruction step to the algorithm, where they remove branches of the skeleton 
that have only low contribution to the original shape. Starting at the highest point 
of the distance transform, they follow the skeleton path to each endpoint 
calculating the reconstruction area of each path. They iteratively remove the path 
with the lowest reconstruction relevance until a certain threshold is passed. The 
threshold for the reconstruction error can be set as parameter but is invariant to 
the number of branches in the original figure (cf. Bai & Latecki, 2007). 

In another paper the research group around Bai uses the same methodology for 
the reconstruction of a shape. But instead of following the skeleton path from the 
highest point in the DT to every endpoint, they start at one endpoint and follow 
the path to the next endpoint. When they hit a path along their travel that was 
already reconstructed, they stop the reconstruction for this branch and start with 
the next one. Thus they gain a speed improvement compared to the algorithm 
presented above. They also show that they are now able to generate the 
skeleton of shapes with holes (cf. X. Yang, Bai, Yang, & Zeng, 2009). 

More recent work of Shen et al. embraces the evaluation of Krinidis’ skeletons 
(cf. Krinidis & Chatzis, 2009), their own DCE-skeleton (cf. Bai et al., 2007) and 
their BPR-skeleton (cf. Shen et al., 2011) according the reconstruction error of 
the original shape and the skeleton’s simplicity (cf. Shen et al., 2012). They 
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define a normalization factor, which can be set as a parameter and balances the 
reconstruction error and the skeleton simplicity (cf. Figure 30). They compare 
their proposed algorithm to the others on Kimia’s (cf. Sebastian, Klein, & Kimia, 
2004) and Tari’s datasets (cf. Asian & Tari, 2005). With their own method they 
obtain simpler skeletons (lower skeleton simplicity value) and a lower 
reconstruction error on at least one dataset than with other methods. 

 

Figure 30: The skeletons obtained with the proposed method, the reconstructed 
shapes (green) and the reconstruction error (red) with the value of the recon-
struction error ratio given in brackets. (Adapted from: Shen et al., 2012, p. 11) 

Liu et al. extract the Generalized Voronoi Skeleton (GVS) of a shape with 
polygonal approximation and then apply Latecki’s DCE-algorithm (cf. Latecki & 
Lakämper, 1999), to perform a first pruning of the obtained skeleton. Thereafter 
they propose a pruning algorithm based on the visual contribution (length of the 
residual part of the skeleton branch relative to the radius of the maximal disc) and 
the reconstruction contribution (the area that can only be reconstructed by that 
branch relative to the whole shape area) of each skeleton branch (cf. Liu, Wu, 
Hsu, Peterson, & Xu, 2012). They visually compare it to Bai’s DCE-pruning 
algorithm (cf. Figure 31) and evaluate the reconstruction error on the MPEG-7 
data set. They report better reconstruction results than Krinidis physics based 
deformable model (cf. Krinidis & Chatzis, 2009) and Shen’s BPR-skeletons (cf. 
Shen et al., 2011). 
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Figure 31: Comparison of (a & b) Bai’s DCE-skeleton (cf. Bai et al., 2007), with  
(c & d) the proposed pruning algorithm of the GVS based on visual contribution 
and reconstruction contribution with different thresholds. Bai’s algorithm retains 
unwanted branches (magenta) or removes significant ones first (red), whereas 
the proposed algorithm removes the least significant one first (green). (Adapted 
from: Liu et al., 2012, p. 2118) 

Liu et al. devise another skeleton pruning approach by fusing the information of 
several different branch significance measurements. They first extract the 
skeleton of a shape with the help of the voronoi diagram and do a coarse pruning 
with two global measurements (residual length and contour reconstruction). In a 
fine-pruning step they use score and rank combination of another global (region 
reconstruction) and a local measurement (local salience) to completely remove 
unwanted branches (cf. Liu et al., 2013). Their algorithm operates in three 
modes, whether prior knowledge of the shape is given (number of remaining 
endbranches as parameter) or not (threshold for the combined significance 
measurements as parameter). When partial knowledge of the shape is given both 
parameters can be set. Thus they obtain skeletons where all insignificant 
branches are removed before significant ones, as opposed to Bai’s DCE-
algorithm (cf. Bai et al., 2007), and no shortening of branches occurs, as it does 
at Ogniewicz’s chord residual (cf. Ogniewicz & Kübler, 1995), Telea’s saliency 
measure (cf. Telea, 2012) or Shen’s pruning with BPR (cf. Shen et al., 2011). 
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Figure 32: Comparison of the skeletons obtained with (A) Bai et al.’s DCE-
algorithm (cf. Bai et al., 2007), (B) Ogniewicz and Kübler’s method (cf. Ogniewicz 
& Kübler, 1995), (C) Telea’s pruning by saliency measure (cf. Telea, 2012), (D) 
Shen et al.’s pruning with BPR (cf. Shen et al., 2011), and (E) the proposed 
method by information fusion. Deletion of significant branches (red), remaining 
unwanted ones (magenta) and shortening of branches (turquoise) does not 
happen with the proposed method. (Adapted from: Liu et al., 2013, p. 1144) 

Another recent approach is that of Krinidis and Krinidis, who try to smooth a 
polygonally approximated figure using intrinsic mode functions (IMF). They 
generate an inner and an outer envelope of the figure by connecting all convex 
and all concave points on the contour. Then they compute the local mean of the 
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two envelopes, which is the first IMF, and repeat the two steps. For each IMF 
they determine the most important nodes via their angles and prune a skeleton 
obtained with Choi et al.’s method (cf. Choi et al., 2003) by deleting all branches 
connecting non-important nodes. They observe that with every iteration, the 
number of redundant branches in the skeleton decreases, until at the fifth 
iteration, where only important branches remain. They compare it to other recent 
skeleton pruning methods of Dimitrov (cf. Dimitrov, Phillips, & Siddiqi, 2000), Bai 
(cf. Bai et al., 2007), Krinidis (cf. Krinidis & Chatzis, 2009), and a morphological 
skeleton (cf. Figure 33), and evaluate it on Kimia’s data set (cf. Sebastian et al., 
2004) (cf. Krinidis & Krinidis, 2013). With their proposed method they more stable 
skeletons according to noise, as well as scale, rotation and shape variations, 
which are free from spurious branches and preserve the topology of the original 
shape. 

 

Figure 33: Comparison of (a) the input skeleton following Blum’s definition of the 
MAT obtained with Choi et al.’s algorithm (cf. Choi et al., 2003), with (b) the 
skeleton obtained with Dimitrov et al.’s method (cf. Dimitrov et al., 2000), (c) Bai’s 
DCE-skeleton (cf. Bai et al., 2007), (d) his own physics-based skeleton (cf. 
Krinidis & Chatzis, 2009), (e) a skeleton method exploiting morphological 
elements, and (f) the pruned skeleton with the proposed method using intrinsic 
mode functions. Note the problems of remaining insignificant branches 
(magenta), shortening of significant ones (turquoise), lost holes (yellow), low 
correspondence to Blum’s MAT (orange) and lost significant branches (red) 
occurring with all other methods. (Adapted from: Krinidis & Krinidis, 2013) 
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3.3 Comparison 
In order to give a decision-guidance which skeleton pruning algorithms to test for 
petroglyph shapes, the most recent of the above-presented methods are 
compared (cf. Table 1). Several already mentioned criteria are taken as 
measures: 

• Low correspondence to medial axis: This is the case, when skeletons 
obtained with the proposed method have major divergencies to the true 
medial axis. It indicates a major lack of the algorithm, as the skeleton no 
more represents the original shape. 

• Branch shortening: This is the case, when insignificant as well as 
significant skeleton branches are shortened likewise, which is true for all 
point based skeleton pruning methods. It decreases the representation of the 
original shape. 

• Remaining insignificant branches: This is the case, when branches that 
do not contribute essentially to the original shape still remain in the skeleton. 
This is again true for all point based skeleton pruning methods but may also 
occur with others where the pruning algorithm is imprecise due to a wrongly 
set parameter. 

• Deletion of significant branches: This is the case, when significant 
branches, which have an essential contribution to the figures shape, are 
deleted. This case is highly undesirable and much worse than remaining 
insignificant branches, as the represented figure largely differs from the 
original shape. 

• Rotation / scale invariance: An algorithm is invariant to affine 
transformations, when the skeletons derived from different variations of a 
shape can be transformed into each other by applying the same affine 
transformations. 

• Number of parameters: A large number of parameters makes the proposed 
algorithm somewhat dependent from user inputs but also gives more control. 
Generally is it better to have a low value, which gives some control for the 
user but not too much. 

• Prior knowledge of shape needed: This is the case, when the user needs 
to know the figure in order to set the parameters correctly to obtain good 
skeletons (either number of endbranches of the resulting skeleton or an 
absolute parameter value dependent on the size of the figure, e.g. number of 
pixels). 
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• Availability of implementation: It is also taken into account, if there is a 
readily applicable implementation of the proposed method available to test it 
on our shapes. 

A red dot indicates that the presented algorithm is being struck by the given 
problem or is very prone to it, whereas a yellow indicates that it emerges only 
under certain circumstances. A green dot indicates high robustness to that 
problem.  
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Table 1: Comparison of recent skeleton pruning methods. 
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Implicit pruning         

Physics based skeleton  
(cf. Krinidis & Chatzis, 2009)      1   

Point based pruning methods         
Chord residual + Skeleton 
pyramid 
(cf. Ogniewicz & Kübler, 1995) 

     3   

AFFM 
(cf. Telea & van Wijk, 2002)      1   

Boundary length 
(cf. Howe, 2004a)      1   

Bending potential ratio 
(cf. Shen et al., 2011)      1   

Saliency metric 
(cf. Telea, 2012)      1   

Branch based pruning methods         
DCE-skeleton 
(cf. Bai et al., 2007)      1   

Discrete skeleton evolution  
(cf. Bai & Latecki, 2007)      1   

Quick stable skeletons 
(cf. X. Yang et al., 2009)      1   

Tradeoff reconstruction error / 
skeleton simplicity 
(cf. Shen et al., 2012) 

     2   

Visual contribution / reconstruction 
contribution 
(cf. Liu et al., 2012) 

     3   

Information fusion 
(cf. Liu et al., 2013)      1-2   

Empiric mode decomposition  
(cf. Krinidis & Krinidis, 2013)      1   

 
Futher conclusions on the applicability of the existing pruning algorithms on our 
data are given in Section 5.4, after the material was introduced and some 
preliminary experiments were carried out. 
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4 Material 

This section introduces the 3D-PITOTI project in which this work was carried out, 
describes the acquisition and generation of a test dataset for the skeletonization 
of petroglyphs, and highlights the specific properties of the material, which make 
a proper pre-processing necessary. 

4.1 3D-PITOTI project 
The 3D-PITOTI project is funded by the European Union under the FP7-
programme (call number: FP7-ICT-2011-9) under grant agreement no. 600545. It 
engages in 3D acquisition, processing and presentation of prehistoric European 
rock-art and is carried out by seven project partners from all across Europe 
(University of Nottingham, UAS St. Pölten, University of Cambridge, Bauhaus-
Universitaet Weimar, Technical University of Graz, ArcTron GmbH and Centro 
Camuno di Studipreisorici ed Etnologici (CCSP)). Main study subject is the 
prehistoric site of Valcamonica, situated in the Province of Brescia, Northern 
Italy. The site contains over 100,000 individual “pitoti” (meaning “little puppet” in 
the local dialect) on more than 2,000 rock panels spread over the entire 70km 
long valley (cf. A. Marretta & Cittadini, 2011). The project advances in full 3-
dimensional recordings in different scales and complementary ways from micro 
level to valley-wide data capture. It includes intelligent data processing methods 
for enriching the scanned data with additional information and using machine-
learning algorithms for a new way of analysis (e.g. different pecking styles to 
identify different artists). It aims at an interactive presentation of the gathered 
data to researchers, museums visitors and school children in different ways with 
various multi-user 3D display configurations. Thus the project covers the whole 
petroglyph research cycle in 3D: from data acquisition over analysis and 
processing to presentation (cf. 3D-PITOTI project consortium, 2012). 

The work of the UAS St. Pölten is mainly focused on intelligent data processing 
technologies of the scanned 3D data with classification, clustering and retrieval 
techniques. 
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4.2 Dataset 
Although the project is dedicated to work with 3D data, this part of work on the 
skeletonization of petroglyph shapes is carried out on 2D data. The reason for 
this is, that although the petroglyphs are pecked into rocks, who have a three-
dimensional structure, the shapes of the figures itself are in most of the cases 
nearly flat, as naturally the parts of the rock surface that the artists selected to 
peck are most of the time nearly flat. Hence, for the task of Pitoti shape 
recognition the 3D data does not provide additional information, whereas for the 
segmentation of the scans into background and foreground (pecked figure or 
not), and the detection of different pecking styles, the third dimension is helpful. 

For a processing in the skeletonization toolchain developed in this thesis and a 
later classification of the different figures, the pre-processed and segmented 3D 
data has to be orthogonally projected on a 2D plane. 

 

Figure 34: The photograph of a pecked figure and its digitized tracing  
(Image by Markus Seidl; Tracing adapted with permission from: Alberto Marretta, 
2011). 

 

4.2.1 Data Acquisition 

The underlying data for this work consists of hundreds of digitized images of 
handmade 2D tracings of petroglyphs (cf. Figure 34). The peckings were traced 
on transparent foils by the archeologists of CCSP and Alberto Marretta with great 
effort. These foils subsequently were scanned, aligned and stitched together to 
large images for whole rock panels (cf. Figure 35). 
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Figure 35: Parts of the tracings of site Seradina I, Rock 12, Section West.  
Digitized foils stitched, aligned and cleaned. Tracing by Alberto Marretta. (Reprint 
with permission from: Alberto Marretta, 2011) 

 

4.2.2 Segmentation & Annotation 

For manual classification of the petroglyph shapes, a versatile webtool was 
developed in the first months of this project. It features modern web 
functionalities (HTML5, AJAX, canvas, object oriented JavaScript, etc.) and the 
reuse of known interaction principles (click & drag, scroll to zoom), so that non-
technical users can easily navigate around the large tracings and select single 
figures with known tools (polygon, rectangle and magic wand selection tool). 
Furthermore the figures can be classified according two different taxonomies 
(Christopher Chippindale and Sansoni typology) and supplemented with a 
confidence value for ambiguous classifications (cf. Figure 36). The acquired data, 
consisting of a binary mask of each figure and two or more classificationsets, is 
stored in a database on the webserver. 
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Figure 36: Webtool for petroglyph shape annotation. Selected figure highlighted 
and classified with a predetermined taxonomy (Screenshot from: Wieser, 2013). 
Tracing by Alberto Marretta. 

The webtool was developed at the UAS St. Pölten by Ewald Wieser and Markus 
Seidl with support from Matthias Zeppelzauer, and Craig Alexander from the 
University of Cambridge, who also revised the two typologies. The annotation 
and classification work was done by the two archeologists Alberto Marretta and 
Giovanna Bellandi. Each of them did only see his/her own accomplished work 
and so they may have annotated the same figures although with differences in 
the selection of traces that belong to a petroglyph or the classification in terms of 
the typology. In total the large amount of 1181 figures were masked and 
classified within only a few weeks of annotation work. 

4.3 Properties of the Material 
As with every real world material, ours also has some specific properties that we 
observed during the acquisition of the data, and which most likely have an 
influence on the processing toolchain. In the following the properties are 
summarized briefly. 

4.3.1 Properties of the Tracings 

At first the tracings we obtained the data from are not normalized. The images 
have different scale, resolution and quality depending on the digitization of the 
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tracings. Some of them are in color with colourcoding of occluded figures and 
natural rock properties (cracks, abrasion, alteration) where others are constantly 
black and white (cf. Figure 37). Additionally, we downsized some of the tracings 
to facilitate the selection of large figures in the webtool. 

 

Figure 37: Comparison of tracings with different quality. B&W-tracing with good 
quality (no differentiation between natural and artificial rock engraving), colored 
tracing with good quality (occluded figures and cracks in different colors), tracing 
with poor quality. 

4.3.2 Properties of the Figures 

Also the figures themselves have a large variation compared to each other, not 
only in size but also in quality. As they were pecked into the stone with different 
tools they contain holes, may be incomplete or damaged due to erosion, or may 
occlude each other (called superimposition by archeologists). Additionally there 
are often single, disconnected peckmarks distributed around figures or spread 
over the whole tracing, which do not belong to a figure (cf. Figure 38). 

 

Figure 38: Figure with large holes, incomplete figure (only head and arms),  
damaged figure (abrasion) and superimposition of several figures at once. Single, 
disconnected peckmarks can be noticed around all figures. 

All of these properties influence the skeletonization (cf. Section 5.2). Hence, a 
proper pre-processing of the 2D tracings and later of the projections of the 3D 
scans is necessary. 
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5 Proposed Approach 

Now, that we know which state-of-the-art skeletonization and skeleton pruning 
algorithms are available and what properties our data has, we are ready to start 
our experiments. In order to evaluate the performance of existing skeleton 
pruning algorithms on our petroglyph shapes, we choose the following approach: 

1. First we choose a small, representative test dataset for our petroglyph 
shapes. 

2. Then we apply a manual pre-processing on the small test dataset. 
3. Subsequently we perform our first tests of skeleton pruning algorithms 

on it. 
4. We identify the best algorithms according the results of these tests. 
5. We iteratively improve them for the skeletonization of petroglyphs. 
6. In parallel we develop an automated pre-processing pipeline for our 

shapes. 
7. At last we evaluate the algorithms on our full dataset with automated 

preprocessing. 

For our experiments we use MATLAB due to its capability to handle large 
amounts of data, and the availability of many libraries and functions (cf. The 
MathWorks Inc., 2012). We use the Image Processing and Signal Processing 
toolboxes for our pre-processing, filtering and skeletonization and the Database 
toolbox for the connection to our shape annotation webtool (cf. Section 4.2.2). 

In this section we describe the gathering and manual pre-processing of our small 
test dataset, and explain our first experiments as well as their outcome on the 
skeletonization of petroglyphs. 

5.1 Test Dataset 
We select our small test dataset manually from the full dataset. We focus on the 
completeness and quality of the figures itself and a high variance between the 
different classes. Additionally we pay attention to not include any duplicates, as 
the refinements of the antropomorph class are mutually not exclusive, and one 
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figure may have been annotated by both archeologists and therefore may exist 
twice in the database. We choose shapes for 12 discriminative classes without 
any order, and thus assemble a dataset of 151 figures in total (cf. Table 2 and 
Figure 39). 

 

Table 2: Number and distribution of figures in the different classes of the small 
test dataset. 

Classname Number of figures in class 
Antropomorph - orant arms   16 
Antropomorph - rectangular body - filled   13 
Antropomorph - rectangular body - not filled   14 
Antropomorph - spear   20 
Bird 1   10 
Bird 2     8 
Cross   14 
Deer   10 
Dog   13 
Horse & rider   13 
House   10 
Key   10 

total 151 
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Figure 39: The manually selected test dataset consists of 12 classes with 8 to 20 
figures each. Each column shows one distinct class. For the class names please 
refer to Table 2. 
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5.2 Preliminary Tests 

To get an impression, how skeletonization works on our petroglyph shapes, we 
take a random figure from our small test dataset and process the two standard 
skeletonization algorithms on it. MATLAB provides two morphological operations 
for the computation of the skeleton of a binary image with its Image Processing 
Toolbox (cf. The MathWorks Inc., 2014): 

• bwmorph(image,‘skel’,Inf): extracts the medial axis of the shape 
though without retaining the radii of the maximal discs, whereas 

• bwmorph(image,‘thin’,Inf): performs a thinning on the given 
shape. 

As input image both operations take a binary picture with the shape (foreground 
pixels) set to 1 (white) and background pixels set to 0 (black). The output of both 
operations is a binary image of the same size as the input image where only 
skeletal points are set to 1 whereas all other points are set to 0. The results of the 
operations comply with the differentiation presented in Section 2.4 (cf. Figure 40). 

 

Figure 40: Comparison of the results of the skeletonization (middle) and thinning 
(right) operations of MATLAB of a rectangle (left). 

In order to obtain the medial axis as defined by Blum including the radii of the 
maximal discs (cf. Section 2.2), the output matrix of the bwmorph-skel operation 
has to be combined with the output of the bwdist operation, which extracts the 
distance matrix of a binary image (cf. Figure 41). 

 

Figure 41: The skeleton obtained with bwmorph skel (left), the distance matrix of 
the same figure (middle) and the combined medial axis (right). 
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The results of MATLAB’s skeletonization and thinning operations on a petroglyph 
shape are as follows (cf. Figure 42): 

 

Figure 42: Comparison of the results of the skeletonization (middle) and thinning 
(right) operations of MATLAB on a petroglyph shape (left). 

In Figure 42 we observe that both operations give a likewise non-satisfying result 
on a raw petroglyph shape. They both contain a lot of holes and a lot of short 
branches. This is because our raw shapes do neither have a continuous contour 
nor do they have continuously filled regions. Additionally quantization errors 
during the digitization and the data acquisition process (cf. Section 4.2.2), and 
other properties of the material (cf. Section 4.3), cause a lot of perturbations of 
the contour. Thus the computation of a good skeleton is constrained. 

In order to obtain a reasonably good skeleton with the bare skeletonization 
operations, which subsequently can be further improved by skeleton pruning 
algorithms, a proper pre-processing of the petroglyph shapes is inevitable. 

5.3 Manual Pre-processing 
A pre-processing of digital images can be achieved in several ways. Morpho-
logical operations and filtering algorithms can be applied to any 2D image data.  

5.3.1 Morphological Operations 

A morphological opening consists of two other morphological operations: 

o Erosion: that is the shrinking of an image region by a given number of 
pixels, followed by a 

o Dilation: which is the growing of an image region by the same number of 
pixels. 
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Thus it removes small foreground regions of an image (cf. Figure 43). 

 

Figure 43: A morphological opening of a binary image (left) performed as an 
erosion (middle) with subsequent dilation (right). Small white (foreground) holes 
are closed whereas large white areas remain as they were. 

A morphological closing does exactily the opposite and is performed as a 

o Dilation (s.a.) followed by an 
o Erosion (s.a.) (cf. Figure 44). 

 

Figure 44: A morphological closing of a binary image (left) performed as a dilation 
(middle) with subsequent erosion (right). Small black (background) holes are 
closed while other areas stay untouched. 

We do not take other morphological operations into account here (e.g. top-hat 
transform, hit-and-miss transform, etc.), as they have mainly other purposes and 
are not suited for the form of pre-processing of shapes we seek for. 

5.3.2 Image Filtering 

There are two types of filtering operations for digital images: 

• Linear filters: are mainly used for smoothing purposes. 
o Lowpass: Filters out high frequencies in an image, lets low frequencies 

pass (cf. Figure 45). 
o Highpass: Filters out low frequencies in an image, lets high frequencies 

pass (cf. Figure 45). 
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There are many other types of linear filters for images, which are not 
described any further here, as they do not meet our requirements. 

 

Figure 45: A linear filtering of an image (left) with a lowpass (middle) and a 
highpass filter (right). 

• Non-linear filters: are good to simultaneously remove noise and preserve 
the edges of the shapes. 
o Minimum: Sets the considered pixel to 1 (foreground), if one pixel in the 

considered neighbourhood is 1. For binary pictures it has the same result 
as a dilate-operation (cf. 5.3.1). 

o Maximum: Sets the considered pixel to 1 (foreground), only if all pixels in 
the considered neighbourhood are 1. For binary pictures it has the same 
result as an erode-operation (cf. 5.3.1). 

o Median: Sets the considered pixel to 1 (foreground), if more than half of 
the pixels in the considered neighbourhood are 1 (cf. Figure 46). 

 

Figure 46: A median filtering of a binary image (left) with a 3x3 neighbourhood 
(middle) and a 7x7 neighbourhood (right). It affects both directions, small black 
(background) holes and small white (foreground) holes are removed. The 
contours of the blobs are also smoothed. 

Other operations for pre-processing and filtering of digital images are not 
described any further here. For our first manual pre-processing of petroglyph 
shapes we choose the following two operations: 
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• a median filtering to close holes in both directions and simultaneously 
smooth the contour, followed by 

• a morphological dilation to reconnect disjoined parts. 

Both types of operations in MATLAB have to be provided with an absolute, pixel-
based parameter: the size of the filtering window in the first case, and the size of 
the structuring element in the second. 

As our small test dataset contains a manageable amout of figures, we carry out a 
manual pre-processing of the shapes for first tests of skeletonization and 
skeleton pruning algorithms. Thus we are able to react to the requirements of 
every single figure. We step them through one by one, visually inspect their 
shapes, and determine the suitable parameters values for median filtering and 
dilation by trial-and-error. Thus we obtain smooth shapes for the subsequent 
skeletonization (cf. Figure 47). 
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Figure 47: Comparison of the raw shapes (col. 1 & 3) of the first figures from 
each class in the small test dataset, and the manually pre-processed ones (col. 
2 & 4). 

5.4 Application of Existing Algorithms 
For the experiments with existing skeletonization/skeleton pruning algorithms on 
our pre-processed shapes from the small test dataset, we have to decide, which 
algorithms to use. We already compared the most recent of them in Table 1 (cf. 
Section 3.3) and now work out several criteria, upon which we base our decision: 

• Unpruned skeletonization vs. skeleton pruning: As proper pre-processing 
of shapes can be seen as a form of pruning (cf. Section 2.6), we want to 
see what difference it makes, wheather we perform further skeleton 
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pruning or not. Our figures are already stick-like figures, so maybe our 
pre-processing is so good that mere skeletonization produces reasonable 
skeletons without the need for further pruning. 

• No known major problems: As our figures come in different sizes and 
directions, it is essential for us that the chosen algorithms do not suffer 
from low correspondence to the medial axis or a variance to rotation or 
scale. Also a deletion of significant branches is fairly unwanted as the 
representation of the original shape is not given. 

• Point based vs. branch based: We want to see what difference it makes 
on our material, which class of skeleton pruning algorithm we choose. 
We do not know, if the shortening of branches, as it occurs with point 
based skeleton algorithms, does present a problem for us or not. 

• Knowledge of shapes: We also want to examine wheather prior 
knowledge about the shapes does bring an advantage for skeletonization 
or not. Maybe prior analysis of the shapes and a thereon-based 
differentiation for parameter settings for skeleton pruning performs better 
than pruning all with the same parameter. 

• Availability of implementation: It is also an important criterion for us, if 
there is an implementation of the skeletonization/skeleton pruning 
algorithms available, which we can use without having to write our own. 
For some of them we did find an implementation on the Internet, for the 
others we contacted their authors and asked for it. Only one of them 
replied and provided us with supporting help. 

Based on the above-presented criteria, we choose the following algorithms to 
perform our first experiments on our pre-processed petroglyph shapes with: 

To satisfy our first criterion, we use both standard MATLAB implementations for 
skeletonization: 

• bwmorph(image,’thin’,…), and 
• bwmorph(image,’skel’,…) (cf. Section 5.2).  

We want to compare them according their differences on our pre-processed 
petroglyph shapes, and with their help investigate the efficiency of the other 
pruning algorithms.  

As a representative for point based skeleton pruning algorithms we choose 

• Howe’s Contour-pruned Skeletonization (cf. Howe, 2004a, 2004b). 
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For the branch based skeleton pruning algorithms, we choose two of them to see 
if it’s better to have some prior knowledge about a shape, or not: 

• Bai et al.’s Skeleton Pruning by Contour Partitioning with Discrete 
Curve Evolution (cf. Bai et al., 2007; Bai, 2007), and 

• Shen et al.’s Skeleton Pruning as Tradeoff between Skeleton 
Simplicity and Reconstruction Error (cf. Shen et al., 2012; Shen, 
2012). 

The first one is chosen being well aware of the fact that it may delete significant 
branches before insignificant ones. We want to examine how this problem relates 
to our shapes. 

For each of our pre-processed shapes in the small test dataset a separate 
skeleton is computed with each of the algorithms chosen above. The skeletons 
are visually compared to each other and to the original shape, and we try to 
make conclusions which algorithms to examine further and how they can be 
improved for our needs. Some of our questions may only be answered by a 
statistical analysis of the subsequent shape classification, which is not covered 
by this thesis. But still the algorithms are tested and compared beforehand to see 
if conclusions can be made without automated classification experiments. 

5.5 Intermediate Results 
As stated above, we compute the skeletons for all figures of the small test 
dataset with each one of the chosen algorithms. We manually step through all 
figures, visually compare the computed skeletons, and examine them for their 
characteristics and their representation capability of the given figure. In the 
following only examples are given to point out the problems of the chosen 
algorithms on our petroglyph shapes. 

5.5.1 Medial Axis versus Thinning Skeleton 

As our starting point (cf. Section 5.4) we compute both standard MATLAB 
skeletons and compare them. Bwmorph-skel is very sensitive to boundary noise 
and produces a lot of end branches, which is demanded by Blum’s definition of 
the medial axis (cf. Section 2.2). Bwmorph-thin on the other hand performs fairly 
well on our stick-like figures (cf. Figure 48). We observe, that its skeletons 
represent the figures quite good and have less spurious branches than the ones 
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of bwmorph-skel, but the endbranches are shortened depending on the curvature 
of the contour.  

 

Figure 48: Comparison of the original figure (left) to the skeleton obtained with 
bwmorph-skel (middle) and bwmorph-thin (right) with the underlying pre-
processed shape (gray). Bwmorph-skel has more spurious endbranches, where 
bwmorph-thin has less but does shorten them significantly. 

When taking a closer look at the two skeletons, it can be seen, that they are 
largely congruent, although there are parts where they differ by 1 pixel (cf. Figure 
49 lower right magnification). Only at junction points of the skeleton, they 
sometimes differ by 2 pixels (cf. Figure 49 upper and lower left magnification). 

 

Figure 49: The skeletons of bwmorph-skel and bwmorph-thin in one picture. 
Pixels where they are congruent are black, pixels where they differ are red for the 
thin-version and green for the skel-version. Bwmorph-skel has more spurious 
endbranches (upper right magnification). They mostly differ by only 1 pixel (lower 
right magnification), sometimes they differ by 2 pixels (upper and lower left 
magnification). 



5 Proposed Approach  

52 

5.5.2 Howe-Skeleton 

Howe’s contour-length based skeleton pruning algorithm (cf. Howe, 2004a) is 
implemented in C++ and is therefore computationally efficient. Despite of that it 
produces skeletons of rather minor quality. They are very often 2 pixels thick and 
contain many unconnected parts and single pixels (cf. Figure 50). The first could 
be easily overcome by a subsequent thinning, but the latter would make manual 
postprocessing necessary. So we skip this algorithm for our further tests and 
exchange it with another point-based skeleton pruning algorithm, the Bending 
Potential Ratio (cf. Section 5.5.5). 

 

 

Figure 50: Skeleton of a praying figure computed with Howe's contour-length 
pruning algorithm (cf. Howe, 2004a). It is often 2 pixels wide and produces a lot 
of disconnected pixels (see magnifications). 

 

5.5.3 DCE-Algorithm 

Bai et al.’s DCE skeleton pruning algorithm (cf. Bai et al., 2007) is slower 
compared to Howe’s algorithm and computes the skeleton only for the first blob 
found in an image (cf. Figure 51). It produces skeletons that are often 2 pixels 
wide, preserves only the outer loop of a shape and often has remaining 
insignificant branches. But worst of all, it deletes significant branches before the 
insignificant ones if the parameter for the number of remaining DCE-vertices is 
set too low (cf. Figure 52). 
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Figure 51: The DCE algorithm computes the skeleton only for the first blob found 
from the upper right corner. 

 

 

 

Figure 52: The skeleton of a house like figure computed with Bai et al.'s DCE-
algorithm (cf. Bai et al., 2007). It's sometimes 2 pixels wide (magnification) and 
preserves the outer loop of a shape. Inner connections of the skeleton are lost 
(blue) and insignificant branches remain (magenta). Even worse, significant 
branches are lost (red) as the parameter value is set too low (number of 
vertices: 15).  
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Increasing the parameter preserves all significant branches, but the risk for more 
insignificant branches also grows (cf. Figure 53). Another question that arises 
with this is, if, and if yes, how the correct value for the parameter could be 
determined beforehand? 

 

Figure 53: DCE-skeleton of the same house with a larger parameter (number of 
vertices: 21). All significant branches are now preserved. 

Another problem that we observed is, that even when the parameter value is set 
high enough to preserve all significant branches, for some shapes the algorithm 
computes no skeleton at all. When setting the value one step higher or lower a 
reasonable skeleton is produced (cf. Figure 54). This does neither happen with 
every figure nor is it always the same parameter value. 

 

Figure 54: A wrong parameter value (noVert: 15) for a shape (left) results in only 
a single pixel as skeleton (magnified), whereas setting the value a step higher 
(noVert: 16) produces a reasonable skeleton (right). 
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5.5.4 SPT-Algorithm 

The parameter value for Shen et al.’s skeleton pruning algorithm (cf. Shen et al., 
2012) in contrast is not dependent from the shape. But it suffers from comparable 
problems as the above-presented DCE-algorithm. Its skeletons are far more 
often 2 pixels wide and it is not even able to preserve the outer loop of a shape. 
But on the other hand it does preserve all important branches. 

 

 

Figure 55: The skeleton of a house computed with Shen et al.’s pruning algorithm 
(cf. Shen et al., 2012) suffers from nearly the same problems as the DCE-
skeleton. It is more often 2 pixels wide (magnification) and is also not able to 
preserve inner connections of the skeleton (blue). It does preserve all important 
branches (green) but in contrast is not able to preserve the outer loop (red). 

 

5.5.5 BPR-Algorithm 

As a replacement for Howe’s skeleton pruning algorithm, which is our 
representative for point-based skeleton pruning algorithms (cf. Section 5.5.2), we 
further use the BPR-algorithm (cf. Shen et al., 2011; Shen, 2011) for our 
comparisons. In our first tests we cannot find any major deficiencies on it, except 
that it shortens branches, which is a lack of all point-based skeleton pruning 
algorithms (cf. Figure 56). Thus it also suffers from remaining insignificant 
branches. 
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Figure 56: The skeleton of a house computed with Shen et al.’s bending potential 
ratio pruning algorithm (cf. Shen et al., 2011). It performs well with the standard 
parameter value (0.8), but does shorten all branches (magnifications) and has 
remaining insignificant ones (magenta). 

 

As pointed out, none of the existing skeletonization / skeleton pruning algorithms 
performs perfectly well on our petroglyph shapes. All of them have at least one 
drawback. So in order to answer some of the questions asked in section 5.4 and 
make a final conclusion, which skeletonization / skeleton pruning algorithm to 
further use for petroglyph shapes, we try to improve them to produce better 
skeletons. 
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6 Improvements on the 
Skeletonization of Petroglyphs 

As reported in Section 5.5, the existing skeletonization / skeleton pruning 
algorithms chosen for our petroglyph shapes do not perform very well. Some of 
them are sensitive to boundary noise, others produce disconnected skeletons or 
do not preserve the topology of shapes with holes, or even worse, they delete 
significant branches before insignificant ones. So in order to improve them, we 
analyse the source code of the algorithms to understand their functionality and 
figure out where the problems come from and how they can be avoided. 
Additionally we need an automated pre-processing pipeline for the evaluation on 
the full dataset without the dependence of user input. 

In this section we give a definition of measures for shape pre-processing and the 
computed skeletons, describe the process of developing an automated pre-
processing pipeline for our shapes, and explain the improvements on existing 
skeletonization / skeleton pruning algorithms for petroglyphs. 

6.1 Definition of Measures 
Based on our literature research (cf. Section 2 and 3) and the findings from the 
first tests on the skeletonization of petroglyph shapes (cf. Section 5.5), we define 
quality measures for shape pre-processing and the skeletons of our shapes. 

6.1.1 Quality Measures for Shape Pre-processing 

As already stated in Section 5.2, a proper pre-processing of our shapes is 
inevitable to obtain good skeletons. Based on the properties of our shapes (cf. 
Section 4.3), we make several suggestions of what a proper pre-processing of 
petroglyph shapes should achieve and what possible measures could be. 

At first, a proper pre-processing of petroglyph shapes should unite all peckmarks 
of a petroglyph to a coherent shape. It should fill the small holes between the 
single peckmarks as well as connect disjoined parts. Within that it should 
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preserve important holes as well as the disconnectedness of blobs that do not 
directly belong to that shape. Missing parts should be interpolated to obtain a 
complete figure for skeletonization. And last but not least, it should smooth the 
shape’s boundary and remove unnecessary perturbations. 

It is clear to us that not all of the stated requirements can be satisfied, at least not 
at the same time. Yet we try to find measures how to quantify the quality of a pre-
processed petroglyph shape: 

The number and size of all blobs in an image can be determined as a measure 
for the connectedness of a shape and its important parts. The circularity and 
solidity of a shape can be employed as measures for its ruggedness and its 
extent (cf. M. Yang, Kpalma, & Ronsin, 2008, pp. 46 & 48). Another measure 
could also be the number of endbranches in the resulting thinning skeleton 
before it is pruned. To see how these measures can be used for our petroglyph 
shapes, we refer the reader to Section 6.2. 

6.1.2 Measures for Skeleton Quality 

In literature the quality of the obtained skeletons is mostly measured subjectively 
by visual inspection of the skeleton and its comparison to others (cf. Section 3.2). 
Sometimes a reconstruction error is calculated to quantify the difference of the 
shape represented by the skeleton and the original shape, but this would require 
our pre-processed shapes to be perfect substitutes for the original ones, which 
we cannot guarantee. 

Instead, for our improvements, we rely on the general definition of a skeleton 
from Section 2.5, that proper skeletons are 1 pixel thin, are located in the middle 
of the shape and preserve the topology of the shape. An additional requirement 
is that it is not too sensitive to boundary perturbations and represents only 
important parts of the shape. One number to quantify that sensitivity would be the 
count of endbranches in the resulting skeleton. This would require a reference 
skeleton for all of the shapes in our dataset. We don´t have reference skeletons, 
hence we use visual inspection of our skeletons according to the above-
mentioned criteria. 

6.2 Automated Pre-processing 
During manual pre-processing we carried out only two operations (median 
filtering and dilation); both were executed only once with an individual parameter 
for each figure (cf. Section 5.3). For the automated pre-processing, we examine 
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several other morphological operations and image filtering algorithms and 
combine them to a fully-automatic processing pipeline for which we predetermine 
the parameter values. At first we consider region-based pre-processing 
algorithms, as in the manual pre-processing for our first tests. Later we 
complement them with a contour smoothing. 

6.2.1 Region-based Pre-processing 

We start the first automated run using a median filter with a growing filter window 
size from 3 pixels up to a quarter of the image size. We observe that the number 
of holes between the peckings decreases rapidly. But the median filtering is also 
very likely to decompose a shape at narrow areas, e.g. the arms and legs of an 
antropomorph figure (cf. Figure 57).  

 

Figure 57: Repeated median filtering of an antropomorph figure (upper left) with 
increasing filter size. The numbers of black and white areas decrease rapidly 
(row 2) whereas the circularity and solidity of the shape remain stable (row 3). 
With a filter size of 15 pixels at this figure, the original shape can be recognized 
(upper middle), whereas with 25 pixels it is still recognizable but starts to 
decompose (upper right), which impedes skeletonization. 
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We also take the morphological operations open and close into account (cf. 
Section 5.3) and apply them consecutively. But they also decompose our shapes 
(cf. Figure 58) independently from the order they are carried out. The 
decomposition emerges even faster, if the opening is done before the closing (cf. 
Figure 59). 

 

Figure 58: Repeated morphological opening and closing of an antropomorph 
figure (upper left) with increasing structuring element size. The numbers of black 
and white areas decrease rapidly (row 2) whereas the circularity and solidity of 
the shape remain stable (row 3). With a structuring element size of 5 pixels at this 
figure, the original shape can be recognized (upper middle), whereas with 8 
pixels it is still recognizable but also starts to decompose (upper right). 

 

Figure 59: The shape decomposes even faster (cf. Figure 58) if opening is done 
before closing. 
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It can be seen in Figure 57 and Figure 58 that the circularity and solidity 
measures are of minor use for determining a shape’s boundary perturbations. 
Both measures remain stable over a long time with increasing filter/structuring 
element size. At the points where their values distinguishably increase, the 
shapes start to decompose at the same time and a representation of the original 
shape is no more given (cf. Figure 57 upper right and Figure 58 upper right). 

Another approach, how to perform a filtering and eliminate small holes in a shape 
and single peckmarks around a figure, without simultaneous decomposition of 
the shape, is to delete the blobs according their size. Therefore we analyse the 
number and size of independent black and white blobs with the MATLAB function 
regionprops and set a threshold for their size in relation to the whole image size. 
All blobs with a size below that threshold are deleted (cf. Figure 60). Thus we 
preserve the topology of the original shape as long as possible and the shapes 
are not decomposed. On the other hand the perturbation of the contour stays 
unchanged, which is a major drawback for skeletonization. 

 

Figure 60: Blobs in a figure (upper left) are deleted according their size. With a 
threshold of 0.1% of image size (row 1, col. 2), nearly all holes in the figure and 
spurious peckmarks are gone. A threshold of 1% of image size (row 1, col. 3) 
deletes all of them, whereas with a threshold of 5%, important parts of the figure 
are deleted (upper right). The numbers of black and white areas again decrease 
rapidly and then stays constant for a long time (row 2). The third row shows the 
relation of number of blobs (x-axis) to their size (y-axis). 
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6.2.2 Contour-based Pre-processing 

For smoothing the contour of a shape, in order to obtain better skeletons without 
decomposing the shape, we apply a convolution filter from MATLAB’s Signal 
Processing Toolbox. We use a Hanning window on to the x- and y-coordinates of 
the shapes contour points separately. With increasing window size the contour of 
the shape is smoothed, but unwanted holes persist and important, disconnected 
parts of the shape may be deleted (cf. Figure 61). 

 

Figure 61: Contour smoothing of a raw antropomorph figure (first picture) with 
increasing smoothing window size. The contour of the main shape is smoothed 
(second and third) until important parts are deleted (foot) and the shape is not 
clearly recognizable any more (fourth picture). Small holes are only partially 
smoothed away; most of them persist, but the figure does not decompose. 

We precedingly apply morphological (dilate) and filtering (medfilt) operations. 
Thus the holes are removed, and the window convolution filter smoothes the 
contour of the main shape only. At narrow spots new holes may be created, 
which have to be filtered subsequently (cf. Figure 62). 

 

Figure 62: Contour smoothing of the same figure pre-processed with median 
filtering and dilation (left picture) with increasing smoothing window size (others). 
At narrowings (magnification of left picture) new persisting holes may be created 
(magnifications of others), which have to be removed otherwise. 
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6.2.3 Final Pre-processing Pipeline 

For our final pre-processing pipeline for petroglyph shapes, we now combine the 
separately evaluated pre-processing steps and determine the parameters 
experimentally. It consists of the following steps (cf. Figure 63): 

• At first we normalize the size of all input images to have the same 
starting point for all consecutive pre-processing and skeletonization 
operations. 

• As all our figures begin at the first pixel of the image, we apply a padding 
of zeros on all four sides, to have some clearance for the later filtering 
operations.  

• For iterative smoothing of the shape, we apply a median filter with 
increasing window size. 

• Subsequently we delete small holes and single unconnected peckmarks,  
• apply a dilation operation to reconnect disjoined parts, 
• and repeat the deletion-step once again to eliminate newly generated 

holes. 
• We loop the last four operations with increasing median filter size until 

the numbers of black and white blobs in the image do not change for 
a certain number of iterations.  

• At last we apply a window convolution filter to smooth the contour of the 
remaining shape. 

 

Figure 63: The final pre-processing pipeline for our petroglyph shapes. 
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6.2.4 Determination of Parameter Values 

For the determination of the parameter value for each of the pre-processing step, 
we take the same order as they appear in our pipeline. First we set the 
normalization and padding sizes to a constant value, and then we determine the 
region-based pre-processing parameter values before we evaluate the contour-
based pre-processing parameter. One by one we evaluate each parameter within 
a certain range while we keep the others constant.  

Resize and Pad 

We set the parameter value for the normalization of the size of all shapes to 
400px and pad them with a clearance of 50 pixels to normalize the data. 

Median Filtering 

We start our median filter size at 3 pixels and increase it by 1 with each iteration. 
Thus we constantly improve the smoothness of our shapes until our stop criterion 
is met (number of iterations). 

Delete Small Areas 

To eliminate small holes in the shape that the median filter did not remove 
beforehand, we delete all areas that have a size smaller than a certain threshold. 
We determine this value by counting the sizes of all blobs in all of our figures of 
the small test dataset. As can be seen in Figure 64, there are large amounts of 
black and white areas with sizes smaller than 0.001 of the whole image size. So 
we take this value as threshold.  

 

Figure 64: Histogram of relative sizes of black and white areas in all figures of the 
small test dataset. On both sides there is a large number of areas with a size 
smaller than 0.001 of the original image size. 
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Dilation 

We dilate our shapes during pre-processing to prevent a premature de-
composition by the median filtering. If we increase the dilation parameter value 
with each iteration, as we do with the median filtering parameter value, it quickly 
merges important parts of our shapes. So we evaluate it, keeping it constant 
between the iterations, within 1 and 10 pixels. We observe that the value of 3 
pixels is a good tradeoff for reconnecting torn apart shape parts without merging 
important ones (cf. Figure 65). 

 

Figure 65: Dilation of the shape after median filtering. Without dilation figures 
break apart (left), too much dilation merges important parts (right). A dilation size 
of 3 pixels turns out to be a reasonable tradeoff. 

Number of Iterations 

As the stop criterion for our region-based pre-processing loop, we use the count 
of iterations, the numbers of black and white blobs stay unchanged. Varying the 
value between 2 and 5, we determine the parameter value 3 as the best for our 
small test dataset. This value is a tradeoff, as a higher value would provide some 
shapes with a better smoothing (cf. Figure 67), whereas for others it would lead 
to a decomposition (cf. Figure 66). 

 

Figure 66: For this house shape (left), a value of 3 for the number of iterations is 
better than 4 (middle). A higher value would lead to thin parts breaking apart and 
the loss of relevant holes (right). 
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Figure 67: For this key shape (left), a value of 4 for the number of iterations 
would be better (right), as it provides a better smoothing of the shape than with 
the value of 3 (middle).  

Window Convolution 

We evaluate the parameter value for the size of the window convolution filter 
used for contour smoothing between 3 and 99. With all region-based pre-
processing steps applied beforehand, we extract separate thinning skeletons for 
all shapes with increasing parameter value, and count the number of its 
endpoints. With increasing filter window size, the numbers of endpoints decrease 
and settle down at around 51 (cf. Figure 68). We take this as our final parameter 
value. 

 

Figure 68: Empirical determination of the contour smoothing parameter value. 
Each line represents one shape and its decreasing number of skeletal endpoints 
of the thinning skeleton (y-axis) with increasing smoothing window size (x-axis). 
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6.2.5 Efficiency of Pre-processing 

To evaluate the efficiency of our pre-processing, we do a statistical analysis. As a 
numeric measure, we count the number of endbranches of the thinning skeleton 
of all shapes before and after pre-processing (cf. Figure 69). It can be seen, that 
the skeletons of the raw shapes all have a very high number of endbranches, 
whereas the skeletons of the pre-processed shapes have much less. This points 
out the effectiveness of a proper pre-processing for skeleton pruning, but it is 
clear to us that this contains no informative value about the quality of our pre-
processed shapes. We therefore subject all pre-processed shapes of our full 
dataset to a visual inspection in Section 7.3.  

 

 

Figure 69: Comparison of the number of endbranches in the thinning skeleton of 
all shapes in the small test dataset before (left) and after automated pre-
processing (right). Whereas the skeletons of the raw shapes have a rather high 
number of endbranches (10-100 and higher), the numbers of endbranches of the 
skeletons of the pre-processed shapes are all within 1 and 20. 
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6.3 Improvments on Existing Skeleton 
Pruning Algorithms 

In order to overcome the problems of existing skeleton pruning algorithms on our 
petroglyph shapes (cf. Section 5.5), and meet our criteria for the skeletonization 
of petroglyphs defined in Section 6.1.2, we make improvements on several of the 
available algorithms.  

6.3.1 DCE-Algorithm 

As revealed in Section 5.5.3, the DCE-algorithm suffers from several major 
problems. It is not able to compute the skeleton for more than one blob in an 
image, it only preserves one outer loop in a shape, and it may produce a crippled 
skeleton or no skeleton at all if its parameter is set wrong. To overcome these 
problems we reverse-engineere the source code of the DCE-algorithm (cf. Figure 
70), and try to identify the code parts where the problems arise. 

 

Figure 70: Workflow of the original DCE-algorithm for extraction of the skeleton of 
one blob. 

The algorithm first obtains the perimeter of the first blob found from the upper 
right corner of a given image with a pixel-following algorithm (cf. Figure 71, row 1 
& 2). After calculating a relevance measure for every contour point depending on 
the angle and its distance to the neighbouring two contour points, the ones with 
the lowest relevance measure are deleted iteratively until only the number of 
contour points remains that was predefined by a parameter value (cf. Figure 71, 
row 3). This is the Discrete Curve Evolution as published by Latecki et al. (cf. 
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1999) and forms the main pruning part of this algorithm. Subsequently only the 
convex points of these set are considered as endpoints for the skeleton (cf. 
Figure 71, row 4) and all contour points between two endpoints are marked with 
the same contour segment number (cf. Figure 71, row 5). At last the skeleton is 
grown iteratively from the point with the maximal distance to the boundary of the 
shape, following the ridges to all determined endpoints (cf. Figure 71, row 6 & 7). 

 

Figure 71: Processing of the original DCE-algorithm on a sample shape (row 1). 
First the perimeter is derived (row 2) and the predefined number of salient point 
is determined (row 3). Subsequently only convex points are taken (row 4) and all 
contour points are marked with their according contour segment number (row 5). 
At last the skeleton (blue) is grown from the point with the maximal distance to 
the boundary of the shape (green) to all endpoints (row 6 & 7). 
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Skeleton for more than One Blob:  

To compute a skeleton for more than one blob in an image at once, we put a loop 
around the whole algorithm, which feeds it with single blobs one-by-one (cf. 
Figure 72). Thus we obtain a separate skeleton for each blob, which we at last 
combine to one output skeleton. For simplicity, we take the same, user-defined 
parameter value of the DCE-algorithm for each blob. 

 

Figure 72: Workflow of the modified DCE-algorithm for extraction of the skeleton 
of more than one blob. Applied changes and new steps are bold. 

Preservation of Inner Connections: 

Although we observed in the publication of Bai et al. (cf. 2007, p. 29) that the 
algorithm is able to compute the correct skeleton for shapes with holes, the 
available implementation does only preserve the outer loop of a shape with holes 
and discards inner connections. The author, on enquiry, gave us the hint that the 
contours of holes can be seen as separate contour segments. We further 
examine the code and make modifications to extract more than only the outer 
contour of a shape. We loop the contour-finding and contourpixel-marking part of 
the code (cf. Figure 73) and thus also the pixels of inner contours are marked 
with a contour segment number (cf. Figure 74).  
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Figure 73: Workflow of the modified DCE-algorithm for extracting more than one 
contour of a blob with holes. Applied changes and new steps are bold. 

 

Figure 74: The skeleton of a shape with holes computed with the original DCE-
algorithm (left) compared to the skeleton computed with the modified DCE-
algorithm (right). Where the first one does not mark the contour pixels of the 
holes (upper left) and thus is not able to preserve inner connections of the 
skeleton (lower left), the latter does (upper and lower right). There are some 
minor differences in the skeleton caused by the prior thinning of the shape. 
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Constricted Perimeter Pixels 

With the latest modifications, we observed another problem, which is caused by 
the DCE-algorithm taking the perimeter pixels of the shape instead of its contour. 
The pixel-following algorithm walks along the perimeter of the shape only 
considering the first matching pixel of its eight neighbours as the next perimeter 
pixel. Thus it constricts perimeter pixels at narrowings, which leads to spurious 
endpoints and additional branches generated by the skeleton-growing algorithm 
(cf. Figure 75). To overcome that, we utilize a thinning by 1 pixel on the shape 
before applying the pixel-following algorithm. 

 

Figure 75: Perimeter pixels (red) are constricted at narrowings by the pixel-
following algorithm. Thus new endpoints are generated (green), which lead to 
spurious branches (magnifications). 

Crippled Skeletons / No Skeleton at All: 

During the Discrete Curve Evolution, the determined concave and convex 
endpoints are separated from each other and only the convex endpoints are 
further considered as skeletal endpoints (cf. Figure 71). At the end of this code 
part, always the larger amount of both is taken as the convex endpoints. Thus, in 
some rare cases, the concave endpoints are mistaken for the convex ones, 
which leads to a different contour segment numbering (cf. Figure 76). This has 
the effect that the skeleton-growing algorithm can either compute no skeleton at 
all (cf. Figure 54) or only a crippled skeleton with all endbranches cut off 
(cf. Figure 77). We overcome that problem by preventing the exchange of the 
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convex with the concave contour points, and thus always obtain a complete 
skeleton. 

 

Figure 76: Comparison of correct contour segment numbering by using convex 
points where a skeleton can be obtained (left), and the simulated (because there 
are less concave than convex points) wrong contour segment numbering by 
mistakenly using concave contour points where no skeleton can be grown (right). 

 

Figure 77: A crippled skeleton due to a confusion of convex and concave 
endpoints during Discrete Curve Evolution. 

6.3.2 SPT-Algorithm 

The SPT-skeleton pruning algorithm suffers from the same problems as the 
DCE-algorithm, as already described in Section 5.5.4. This is because the SPT-
algorithm is built on top of the DCE-algorithm (cf. Figure 78). It uses the DCE-
algorithm with a fixed parameter value of 50 endpoints to obtain a coarsely 
pruned skeleton, which is then further refined by deleting branches whose 
reconstruction contribution to the shape is below a certain threshold 
(cf. Section 3.2.2).  
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Figure 78: Workflow of the SPT-pruning algorithm. 

As the branches for the reconstruction all start at the point with the maximal 
distance to the boundary of the shape, and the predetermined skeleton is 
followed in a clockwise manner to each endpoint, not all paths in the skeleton are 
followed and thus holes in the shape are not preserved (cf. Section 5.5.4). Even 
when we apply our modifications of the DCE-algorithm, inner connections are 
first preserved, but then pruned away again (cf. Figure 79). We modify the SPT-
algorithm, so that it only consideres the branch parts from the junction points to 
the endpoints of the predetermined skeleton for further pruning by reconstruction 
contribution. Thus all inner connections are preserved in the final skeleton. 

 

Figure 79: Comparison of the original SPT-algorithm (left), with the one with 
DCE-modifications applied (middle), and the modified SPT-algorithm (right). One 
of the branch paths that are used for calculating the reconstruction of the shape 
and may be pruned away, is highlighted in red. In the first two cases all branch 
parts start at the point with the maximal distance to the boundary of the shape 
(green), and follow the skeleton path clockwise to all endpoints. Thus in the 
original SPT-algorithm no holes are preserved at all (left), whereas with DCE-
modifications they are partially preserved (middle). When we take only the 
branch parts from the junction points to the endpoints of the skeleton for the 
pruning step into account, all inner connections are preserved (right). 
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6.3.3 Results on Skeleton Pruning Algorithm Improvements 

With our modifications of the DCE-algorithm, it is now able to preserve the inner 
connections of shapes with holes (cf. Figure 80) and we obtain a proper skeleton 
for all parameter values. But there still remains the dependency from prior 
knowledge of the shape to set the correct parameter value for the preservation of 
all important branches with not too many remaining insignificant ones.  

 

Figure 80: The skeleton of a shape with holes computed with the modified DCE-
algorithm. All inner connections of the skeleton are preserved while some 
insignificant branches remain. 

As an enhancement of the DCE-algorithm without the need for prior knowledge of 
the shape, our modified SPT-algorithm now also preserves the topology of a 
shape. It deletes all insignificant branches the preceding DCE-algorithm retains, 
but sometimes a branch shortening occurs when all endparts are pruned away 
(cf. Figure 81). 

 

Figure 81: The modified SPT-pruning algorithm now also preserves the topology 
of the shape and deletes all insignificant branches the preceding DCE-algorithm 
retains (orange). Occasionally branches are shortened (turquoise). 
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7 Evaluation & Results 

In this section, we describe the evaluation of our pre-processing pipeline and the 
skeleton pruning algorithms on our full dataset. There are a lot more different 
classes that are not represented in our small test dataset (cf. Section 5.1). The 
evaluation is done by visually inspecting the automatically pre-processed shapes 
and the skeletons obtained with the different algorithms. We compare them to 
each other and assess their quality and appropriatedness by a set of qualitative 
criteria. We know that this is highly subjective, when it comes to details. 
However, in lack of reference skeletons for our shapes, only a qualitative 
evaluation can be performed.  

At first, we describe the setup and define our evaluation criteria for the pre-
processed shapes and the subsequently obtained skeletons. We then present 
the results of our evalutation, and, at last, display several positive and negative 
examples for both operations. 

7.1 Setup 
We pre-process each of the shapes in the full dataset with our final pipeline and 
the determined parameter values (cf. Section 6.2.3 and 6.2.4). Subsequently we 
compute the thinning skeleton, the BPR-skeleton, the DCE-skeleton and the 
SPT-skeleton for comparison reasons. We keep the parameter value for the 
BPR-algorithm at 0.8, as proposed by its author. For the SPT-algorithm we also 
keep the proposed values of α=0.001 and β=9.0. For the DCE-algorithm we 
propose to predetermine the number of vertices by counting the number of end-
points of the thinning skeleton. We double this number assuming that in general 
there is the same amount of convex and concave vertices on a shape’s contour. 

7.2 Evaluation Criteria 
Based on our findings about the measures for shape pre-processing and 
skeleton quality (cf. Section 6.1), and on our conclusions from the work on the 
automated pre-processing pipeline and the improvements on skeleton pruning 
algorithms, we define our own evaluation criteria. 
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For the pre-processed shapes, we examine the following properties: 

- All shape parts that are important for the visual perception are preserved. 
- No independent, closely spaced parts are merged (e.g. legs or feathers). 
- The shape is smoothed in a way that allows for the computation of a good 

skeleton: Small holes in the shape are closed, disjoined parts are 
reconnected, and the contour is properly smoothed. 

For the skeletons, obtained with the different algorithms, we examine the 
following properties: 

- They preserve the topology of the shape. 
- They keep branches for all important parts of the shape. 
- They do not have remaining spurious branches. 

7.3 Results 
As we can observe above, our pre-processing pipeline and the skeleton pruning 
algorithms all perform comparably well on most of our petroglyph shapes. Of 
course they are not perfect and there are still some parts where they can be 
improved. In the following we summarize our results (cf. Table 5), the detailed 
evaluation results can be found on the supplemented DVD (cf. Appendix A). 

Our pre-processing pipeline performs very well for nearly 80% of the figures. For 
the other 20.2%, we observe several problems. Due to the normalization of all 
figures to the same pixel height before applying the filtering steps, large figures 
are downscaled and important shape parts are lost. This is the case for 3.9% of 
the figures. On the contrary, small figures are upscaled and thus their contours 
stay perturbed and are not smoothed enough, which happens for 9.4% of the 
figures. Additionally, at 6.9% of the figures, closely spaced parts are merged, 
although it would be important for the shape that they remain separated 
(cf. Table 3).  

 

Table 3: Results of the evaluation of our preprocessing pipeline on our full 
dataset. Percentage of shapes that are struck by the given problem. For details 
please refer to Table 5. 

 

Insufficiently 
smoothed 

Parts  
merged 

Details 
lost Σ 

Weak preprocessing 9,4% 6,9% 3,9% 20,2% 
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All of the skeletonization algorithms have deficiencies at some parts, but none of 
them completely fails. A simple thinning surprisingly results in good skeletons for 
nearly 85% of our petroglyph shapes (cf. Table 4). We assume that this is 
because our shapes are already very stick like figures and our pre-processing 
pipeline eliminates the contour noise that would otherwise cause a lot of spurious 
branches. There are shapes, where the thinning-skeleton has remaining spurious 
branches (12.5% of all figures), which is in most cases a result of an insufficient 
pre-processing. Important branches are deleted for only 4.0% of the shapes.  

The pruning algorithm based on Bending Potential Ratio (BPR) even performs a 
little better. It produces good skeletons for 87% of all shapes (cf. Table 4). For 
simple shapes its skeletons contain fewer insignificant branches than the ones 
obtained with the other algorithms (only 6.7% of all shapes). But sometimes it 
prunes a little too much, and removes branches that might be important for shape 
recognition (6.4% of all shapes). 

The skeletons pruned with the Discrete Curve Evolution (DCE) are good, but the 
algorithm produces a lot of spurious branches. This is related to the correct 
determination of the number of vertices. If it’s set too low, significant branches 
are deleted before insignificant ones (3.7% of all shapes), and if it’s set too high, 
a lot of spurious branches remain (about 47.7% of our shapes). We calculated an 
individual parameter for each shape by thinning it first, counting the number of 
endpoints and doubling it. Thus we obtain good DCE-skeletons for nearly 50% of 
all shapes (cf. Table 4). 

The Skeleton Pruning Tradeoff-algorithm (SPT), as an evolution of the DCE-
algorithm, performs a little better (cf. Table 4). Although it produces even more 
spurious branches (65.8% of all shapes), it deletes insignificant branches before 
important ones (only 1,4% of all shapes). Additionally it does not need an 
individual parameter for each shape. 
 

Table 4: Results of the evaluation of the skeletonization algorithms on the full 
dataset. Percentage of skeletons that are struck by the given problem. For details 
please refer to Table 5. 

Problem 
Algorithm 

Spurious 
branches 

Lost 
parts Σ 

Thinning 12,5% 4,0% 16,5% 
BPR 6,7% 6,4% 13,1% 
DCE 47,7% 3,7% 51,4% 
SPT 65,8% 1,4% 67,2% 
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The bwmorph-skel, which represents the medial axis as defined by Blum, was 
not further evaluated, as the results of the first tests were not good. It produces 
even more spurious end branches than all of the other algorithms, which is 
unfavorable for most of the shapes. Although, for some simple, filled shapes, 
where all other algorithms produce skeletons that are very much alike, it would 
make a differentiation possible. 

Howe’s contour length-based pruning algorithm has several other drawbacks. It 
produces disconnected skeletons and has remaining, undefinable pixels. That is 
why we replaced it for our final evaluation with the BPR-algorithm. 

All in all, a simple thinning of our pre-processed petroglyph shapes seems to be a 
good tradeoff according to our evaluation results, and is much easier to compute 
as it does not need any pruning. It produces, in fact, more spurious branches 
than the BPR-skeleton, but much less than the other two algorithms (DCE and 
SPT). Superior to the BPR-algorithm, it does less often delete important shape 
parts. The DCE- and SPT-algorithm do even less frequently delete important 
shape parts, but have much more spurious branches (cf. Table 4). 

Some of the above observed problems of the other algorithms may be related to 
a wrong parameter setting (e.g. too many spurious branches of DCE- or SPT-
skeleton, or missing branches at BPR-skeleton), whereas others have their origin 
in the nature of the algorithm (shortened branches in BPR-skeleton). As our 
skeletonization is a basis for the automated shape classification, which is not part 
of this thesis, we only visually inspected the results of skeletonization for one 
parameter setting of each algorithm. The ideal parameter value for each skeleton 
pruning algorithm can be determined heuristically with statistical evaluation of 
automated shape classification based on the skeletons, which will be part of 
future work. Thus, the results may change and maybe another skeletonization 
algorithm proves to be better. 
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Table 5: Results of the visual evaluation of the full dataset. Absolute and relative 
numbers of pre-processed shapes and differently obtained skeletons showing 
problems. 
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7.4 Evaluation of Pre-processing 
Our pre-processing pipeline works well for most shapes in our dataset. It 
produces smooth shapes for the figures, thus giving a good basis for 
skeletonization. It closes holes in the shapes and connects disjoint parts so that a 
continuous skeleton can be obtained. When a shape is not pre-processed 
properly, there are a lot of spurious branches in the skeleton (cf. Figure 82). 

 

original  
figure 

pre-processed 
shape 

thinning 
skeleton 

 

Figure 82: An example for a good (row 1) and for a weak pre-processing (row 2) 
of an antropomorph shape. Holes are closed in both, but the contour of the first is 
very smooth, whereas the contour of the second has a high perturbation. Thus 
the thinning skeleton has a lot of remaining unnecessary branches.  
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Some shapes are smoothed too much, so that details of the figure are lost. This 
is often the case for very thin, line-like figures (so-called “filiforms”). Important 
shape parts are deleted, especially at large figures, which are downsized 
extremely by our normalization step (cf. Figure 83). 

 

original figure pre-processed shape 

 

Figure 83: Important parts of the shape are lost due to pre-processing. A "filiform" 
is nearly erased (row 1), thin parts of a large house are deleted (row 2), and parts 
of the spear and the tail of a horse-and-rider figure are lost (row 3). 
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For other figures, shape parts that should remain separate, are merged. Thus the 
obtained skeletons are lacking branches that might be important for the 
differentiation of shapes (cf. Figure 84).  

 

original figure pre-processed shape 

 

Figure 84: Independent parts of the shape are merged. The hind legs or horns 
ends of animals (row 1 & 2), or the roofing of a house (row 3). 
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Especially the so-called “camunian rose” figure is difficult to pre-process. It 
contains very closely spaced parts, which should stay separated but are merged 
by the dilation operation (cf. Figure 85). 

 

original figure pre-processed shape 

 

Figure 85: The "camunian rose" consists of a swung line with several, closely 
spaced dots, which are merged by our pre-processing pipeline. 
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There are other figures, which our pre-processing algorithm does not smooth 
strong enough. Those are mostly small shapes, which are scaled up immensely 
by the normalization operation (cf. Figure 86). 

 

original figure pre-processed shape 

 

Figure 86: Small shapes upscaled largely and therefore not smoothed enough by 
our pre-processing pipeline. 
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For most of the other shapes, our pre-processing pipeline produces smooth 
shapes. It closes holes between the peckmarks, but preserves the topology of 
the shape (cf. Figure 87).  

 

original figure pre-processed shape 

 

Figure 87: The shape is smoothed, and small holes are closed, whereas 
structural ones are preserved (row 2). 
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Closely spaced parts are reconnected, so that a continuous skeleton can be 
obtained (cf. Figure 88). 

 

original figure pre-processed shape 

 

Figure 88: Closely spaced parts are reconnected to obtain a continuous skeleton. 
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The contours of the shapes are smoothed, so that good skeletons can be 
obtained without insignificant branches (cf. Figure 89). 

 

original figure pre-processed shape 

 

Figure 89: The contours of the shapes are smoothed to obtain skeletons without 
insignificant branches. 
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All important shape parts are preserved, which enables the skeleton to fully 
represent the original shape (cf. Figure 90). 

 

original figure pre-processed shape 

 

Figure 90: Important shape parts are preserved for full representation of the 
original shape. 
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7.5 Evaluation of Skeletonization 
For most of our shapes, the evaluated algorithms perform comparably well. But 
there are differences in the skeletons produced. The DCE- and SPT-algorithms 
produce much more spurious branches than the others (cf. Figure 91). 

 

original  
figure 

pre-processed 
shape 

thinning 
skeleton 

BPR- 
skeleton 

DCE- 
skeleton 

SPT- 
skeleton 

 

Figure 91: The DCE- and SPT-algorithms produce much more spurious branches 
than the others. 
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Whereas the BPR-algorithm at some shapes shortens or deletes important parts 
(e.g. shield of warrior, tail feather of bird) that others preserve (cf. Figure 92). 

 

original  
figure 

pre-processed 
shape 

thinning 
skeleton 

BPR- 
skeleton 

DCE- 
skeleton 

SPT- 
skeleton 

 

Figure 92: The BPR-algorithm prunes important parts of some shapes (e.g. 
shield, horns ends, tail feathers) that others preserve. 
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In contrast to the removal of important shape parts, the BPR-algorithm performs 
better on simple shapes (e.g. crosses), where others have more spurious 
branches (cf. Figure 93). 

 

original  
figure 

pre-processed 
shape 

thinning 
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BPR- 
skeleton 

DCE- 
skeleton 

SPT- 
skeleton 

 

Figure 93: Better performance of the BPR-algorithm on simple shapes where 
others have more spurious branches. 
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We observe that the DCE- and SPT-algorithms have problems with circular blobs 
in a shape. They create a lot of unnecessary branches compared to the other 
algorithms. The BPR-algorithm produces the ideal skeleton for the shape in the 
fourth row (cf. Figure 94). 

 

original  
figure 

pre-processed 
shape 

thinning 
skeleton 

BPR- 
skeleton 

DCE- 
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SPT- 
skeleton 

 

Figure 94: The DCE- and SPT-skeleton suffer from problems with circular 
shapes. They produce a lot of spurious branches. 

  



7 Evaluation & Results  

94 

A property, that all skeletonization algorithms have in general, is that they remove 
any information about the thickness of the original shape. Thus topologically 
equivalent shapes may produce similar skeletons (cf. Figure 95). For these 
shapes, the true medial axis of the bwmorph-skel-algorithm might give a better 
representation. 

 

original  
figure 

pre-processed 
shape 

thinning 
skeleton 

BPR- 
skeleton 

DCE- 
skeleton 

SPT- 
skeleton 

 

Figure 95: The skeletons of two different shapes are similar, as skeletonization in 
general lacks the ability to preserve the thickness of the original shape. 
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For the vast majority of our petroglyph shapes, the evaluated skeletonization 
algorithms perform comparably well for the representation of the original figure, 
and produce skeletons that are very much alike (cf. Figure 96). 

 

original  
figure 

pre-processed 
shape 

thinning 
skeleton 

BPR- 
skeleton 

DCE- 
skeleton 

SPT- 
skeleton 

 

Figure 96: For most of our shapes, the evaluated algorithms perform comparably 
well, and produce skeletons that are very alike. 
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8 Conclusion 

In this thesis we gave an insight into the origins of skeletonization of digital 
shapes, carried out a comprehensive literature research on state-of-the-art 
skeleton pruning algorithms, and compared them according their properties. We 
performed first experiments with selected algorithms on a small test dataset of 
our petroglyph shapes, and improved some of them on occurring problems. 
Additionally we developed an automated pre-processing pipeline for our 
petroglyph shapes in order to obtain representative skeletons according to 
previously defined measures. At last we evaluated our pre-processing pipeline 
and the improved skeleton pruning algorithms on our full dataset. In the following, 
we present our findings on the use of skeletonization algorithms for petroglyph 
shapes. 

First we answer our research questions asked at the beginning of this thesis. 
Subsequently we discuss some of our findings and at last give an outlook on our 
future work on skeletonization of petroglyphs. 

8.1 Findings 
To answer our questions, we summarize our findings from the previous sections: 

• What are recent skeletonization algorithms and pruning techniques for digital 
shapes? 

In Section 2 we explored the originis of skeletonization and in Section 3 we 
presented an overview of state-of-the-art skeletonization and skeleton 
pruning algorithms for digital shapes. The simple skeletonization argorithms 
we examined are: 

- The skeletonization via thinning of a shape. 
- The skeletonization via medial axis transform as proposed by Blum 

(cf. 1967). 

Skeleton pruning algorithms delete insignificant branches by computing a 
saliency measure. They can be divided into point-based skeleton pruning 



8 Conclusion  

97 

algorithms, and branch-based ones. Point-based skeleton pruning algorithms 
compute a saliency measure for each point of the skeleton and thus either 
retain it or prune it. One example for it is: 

- A contour length-based skeleton pruning algorithm developed by 
Howe (cf. Howe, 2004a).  

Branch-based skeleton pruning algorithms do the same but only for whole 
skeletal branches. One recent approach is: 

- A skeleton pruning algorithm proposed by Bai et al. (cf. 2007), 
making use of the Discrete Curve Evolution (DCE). 

We investigated several other state-of-the-art approaches from both 
categories and subjected them to a comprehensive comparison according 
their properties (cf. Section 3.3). 

• What are quality measures for skeletons and pruning techniques? 

Based on our literature research (cf. Section 2.5) and our own experiments, 
we defined several measures for the quality of shape pre-processing and 
skeletonization algorithms for our petroglyph shapes (cf. Section 6.1), and 
conducted an evaluation based on the following properties: 

- All important shape parts should be preserved, 
- small holes in the shapes between single peckmarks should be filled, 
- disjoined parts of a shape should be reconnected, and 
- the contour should be smoothed sufficiently to make the computation 

of a proper skeleton possible. 

The skeleton should: 

- preserve a figure’s topology, 
- generate branches for all important parts of a shape, whereas 
- it should not have too many remaining insignificant branches, and 

therefore 
- represent the original figure as good as possible. 

 
• What is the performance of recent skeletonization algorithms and pruning 

techniques on petroglyph shapes? 

In Section 5.4 we carried out first experiments with the following results (cf. 
Section 5.5): 



8 Conclusion  

98 

- The medial axis transform has a lot of spurious endbranches, which 
is demanded by its definition of the ability of full reconstruction of the 
original shape. But for the simple representation of a shape, this is 
counteractive. 

- The thinning produces good skeletons although it shortens branches. 
- Howe’s skeleton pruning algorithm produces a lot of disconnected 

skeletal parts and also many spurious endbranches. 
- The DCE- and SPT-algorithms suffer from similar problems of not 

preserving the topology of a shape. But they apparently have less 
spurious branches than the other algorithms. 
 

• How can the skeletonization algorithms be improved for petroglyph shapes? 

We examined two of the recent skeleton pruning algorithms, namely the 
DCE- and the SPT-algorithm, identified their major shortcompings for 
petroglyph shapes and made several improvements (cf. Section 6): 

- The preservation of inner connections in the skeletons, which originate 
from holes in the shapes. 

- The computation of skeletons for more than one object in an image. 
- Correct handling of convex and concave vertices of the simplified 

polygon. 
- An automated estimation of the number of vertices for the DCE-

algorithm. 

Additionally we developed a pre-processing pipeline for our petroglyph 
shapes, which facilitates the generation of good skeletons with a simple 
thinning operation. 

We further evaluated the four best algorithms (thinning, BPR, DCE and SPT) on 
our full dataset of petroglyph shapes in Section 7.  

8.2 Discussion 
From our visual evaluation, our pre-processing pipeline and the selected and 
partially improved skeletonization algorithms all perform comparably well on our 
petroglyph shapes. The pre-processing produces good shapes for nearly 80% of 
our figures. For the remaining 20% we observed several problems, which we see 
caused by the different sizes and qualities of our tracings, as well as the 
normalization step in our preprocessing pipeline. Both lead to a loss of details 
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and different peckmark sizes for each figure. The first problem should lapse with 
the use of the pre-processed and segmented 3D data, as this is recorded at a 
normalized scale. The second problem makes some modifications of our pre-
processing pipeline necessary, which may include skipping of the normalization 
step, and adapting the filtering parameters to the according peckmark sizes of 
each petroglyph. It is clear to us that the pre-processing of the shapes cannot 
perform excellent for all shapes, and there may be some postprocessing of the 
derived skeletons necessary. 

So far we cannot give a clear recommendation, which one of the final evaluated 
skeleton pruning algorithms (thinning, BPR, DCE and SPT) to further use for 
petroglyph shapes. All of them perform well, but not perfectly well. A simple 
thinning seems to be a good tradeoff between remaining spurious branches and 
deleted significant ones. All of the other algorithms also have their deficiencies, 
which may be related to a wrong parameter setting. Parameter estimation is best 
performed in the context of a particular task, e.g. shape classification. The 
performance of the classifier can be used to judge the suitability of a particular 
set of parameter values and furthermore to determine the best algorithm. 

8.3 Future work 
Our future work on the skeletonization of petroglyphs will include the 
implementation of our pre-processing pipeline and some of the algorithms in 
C/C++ for better computation performance. For further improvements on the pre-
processing pipeline, an adaptive adjustment of the filter parameters according to 
the peckmark size would be helpful. In order to statistically evaluate the 
parameter values for the pre-processing pipeline and the skeleton pruning 
algorithms, we will work on automated shape classification. 



 

100 

References 
3D-PITOTI project consortium. (2012, September 28). Project proposal for 3D-

PITOTI project. 

Arcelli, C., & Baja, G. S. di. (1996). Skeletons of planar patterns. In T. Y. Kong & 
A. Rosenfeld (Eds.), Topological Algorithms for Digital Image Processing 
(Vol. 19, pp. 99 – 143). North-Holland. 

Asian, C., & Tari, S. (2005). An axis-based representation for recognition. In 
ICCV 2005. Tenth IEEE International Conference on Computer Vision, 
2005. (Vol. 2, pp. 1339–1346). IEEE. 

Bai, X. (2007). Software for Skeletonization and Skeleton Pruning. Software for 
Skeletonization and Skeleton Pruning. Retrieved January 16, 2014, from 
https://sites.google.com/site/xiangbai/softwareforskeletonizationandskelet
onpru 

Bai, X., & Latecki, L. J. (2007). Discrete Skeleton Evolution. In Proceedings of the 
6th International Conference on Energy Minimization Methods in 
Computer Vision and Pattern Recognition (pp. 362–374). Berlin, 
Heidelberg: Springer-Verlag. 

Bai, X., Latecki, L., & Liu, W. (2007). Skeleton Pruning by Contour Partitioning 
with Discrete Curve Evolution. IEEE Transactions on Pattern Analysis and 
Machine Intelligence, 29(3), 449–462. doi:10.1109/TPAMI.2007.59 

Blum, H. (1967). A Transformation for Extracting New Descriptors of Shape. In 
W. Wathen-Dunn (Ed.), Models for the Perception of Speech and Visual 
Form, Proceedings of Meeting held in Boston, Nov. 1964 (pp. 362–380). 
Cambridge: MIT Press. 

Blum, H., & Nagel, R. N. (1978). Shape description using weighted symmetric 
axis features. Pattern Recognition, 10(3), 167–180. doi:10.1016/0031-
3203(78)90025-0 

Borgefors, G. (1984). Distance transformations in arbitrary dimensions. Computer 
Vision, Graphics, and Image Processing, 27(3), 321–345. 

Borgefors, G. (2005). Digital distance transforms in 2D, 3D, and 4D. In C. H. 
Chen & P. S. P. Wang (Eds.), Handbook of pattern recognition and 
computer vision (3rd ed., pp. 157–176). Singapore: World Scientific. 

Chippindale, C., & Taçon, P. S. C. (1998). The Archaeology of Rock-Art. 
Cambridge University Press. 



 

101 

Choi, W. P., Lam, K. M., & Siu, W. C. (2003). Extraction of the Euclidean 
skeleton based on a connectivity criterion. Pattern Recognition, 36(3), 
721–729. 

Davies, E. R. (2012). Computer and Machine Vision: Theory, Algorithms, 
Practicalities. Elsevier. 

Deufemia, V., & Paolino, L. (2013). Combining Unsupervised Clustering with a 
Non-linear Deformation Model for Efficient Petroglyph Recognition. In G. 
Bebis, R. Boyle, B. Parvin, D. Koracin, B. Li, F. Porikli, … D. Gotz (Eds.), 
Advances in Visual Computing (pp. 128–137). Springer Berlin Heidelberg. 
Retrieved from http://link.springer.com/chapter/10.1007/978-3-642-41939-
3_13 

Deufemia, V., Paolino, L., & de Lumley, H. (2012). Petroglyph Recognition Using 
Self-Organizing Maps and Fuzzy Visual Language Parsing. In 2012 IEEE 
24th International Conference on Tools with Artificial Intelligence (ICTAI) 
(Vol. 1, pp. 852–859). doi:10.1109/ICTAI.2012.119 

Dimitrov, P., Phillips, C., & Siddiqi, K. (2000). Robust and Efficient Skeletal 
Graphs. In Proceedings of the IEEE Conference on Computer Vision and 
Pattern Recognition (p. I: 417–423). 

Dinneen, G. P. (1955). Programming Pattern Recognition. In Proceedings of the 
March 1-3, 1955, Western Joint Computer Conference (pp. 94–100). New 
York, NY, USA: ACM. doi:10.1145/1455292.1455311 

Fabbri, R., da Fontoura Costa, L., Torelli, J. C., & Bruno, O. M. (2008). 2D 
Euclidean distance transform algorithms: A comparative survey. ACM 
Computing Surveys, 40(1), 1–44. doi:10.1145/1322432.1322434 

Feldman, J., & Singh, M. (2006). Bayesian estimation of the shape skeleton. 
Proceedings of the National Academy of Sciences of the United States of 
America, 103(47), 18014–18019. doi:10.1073/pnas.0608811103 

Ho, S. B., & Dyer, C. R. (1984). Medial-Axis Based Shape Smoothing (Technical 
Report No. 557) (pp. 333–335). University of Wisconsin-Madison 
Department of Computer Sciences. 

Holt, C. M., Stewart, A., Clint, M., & Perrott, R. H. (1987). An Improved Parallel 
Thinning Algorithm. Communications of the ACM, 30(2), 156–160. 
doi:10.1145/12527.12531 

Howe, N. R. (2004a). Code Implementations by Nicholas R. Howe. Code 
Implementations by Nicholas R. Howe. Retrieved January 16, 2014, from 
http://www.cs.smith.edu/~nhowe/research/code/ 

Howe, N. R. (2004b). MATLAB Implementation of Contour-Pruned 
Skeletonization. Matlab/C++. Retrieved from 
http://www.cs.smith.edu/~nhowe/research/code/Skeleton.zip 

Jain, A. K. (1989). Fundamentals of digital image processing. Englewood Cliffs, 
New Jersey: Prentice Hall. 



 

102 

Kirkpatrick, D. (1979). Efficient computation of continuous skeletons. In 
Proceedings of the 20th Annual Symposium on Foundations of Computer 
Science, 1979. (pp. 18–27). San Juan, Puerto Rico: IEEE. 
doi:10.1109/SFCS.1979.15 

Kirsch, R. A., Cahn, L., Ray, C., & Urban, G. H. (1958). Experiments in 
Processing Pictorial Information with a Digital Computer. In Papers and 
Discussions Presented at the December 9-13, 1957, Eastern Joint 
Computer Conference: Computers with Deadlines to Meet (pp. 221–229). 
New York, NY, USA: ACM. doi:10.1145/1457720.1457763 

Kotelly, J. C. (1963). A Mathematical Model of Blum’s Theory of Pattern 
Recognition (Research Report No. AFCRL-63-164). Hanscom Field, MA, 
USA: Air Force Cambridge Research Laboratories (AFCRL). 

Krinidis, S. (2012). Fast 2-D Distance Transformations. IEEE Transactions on 
Image Processing, 21(4), 2178–2186. doi:10.1109/TIP.2011.2176343 

Krinidis, S., & Chatzis, V. (2009). A Skeleton Family Generator via Physics-
Based Deformable Models. IEEE Transactions on Image Processing, 
18(1), 1–11. doi:10.1109/TIP.2008.2007351 

Krinidis, S., & Krinidis, M. (2013). Empirical mode decomposition on 
skeletonization pruning. Image and Vision Computing, 31(8), 533 – 541. 
doi:10.1016/j.imavis.2013.04.005 

Lam, L., Lee, S.-W., & Suen, C. Y. (1992). Thinning Methodologies-A 
Comprehensive Survey. IEEE Transactions on Pattern Analysis and 
Machine Intelligence (PAMI), 14(9), 869–885. doi:10.1109/34.161346 

Latecki, L. J., & Lakämper, R. (1999). Polygon evolution by vertex deletion. In 
Proceedings of the Second International Conference on Scale-Space 
Theories in Computer Vision (pp. 398–409). Springer. 

Lee, D. T. (1982). Medial Axis Transformation of A Planar Shape. IEEE 
Transactions on Pattern Analysis and Machine Intelligence (PAMI), 4(4), 
363–369. doi:10.1109/TPAMI.1982.4767267 

Listing, J. B. (1862). Der Census Räumlicher Complexe. In Abhandlungen der 
Königlichen Gesellschaft  der Wissenschaften zu Göttingen (Vol. 10). 
Göttingen: Dieterichsche Buchhandlung. 

Liu, H., Wu, Z., Hsu, D. F., Peterson, B. S., & Xu, D. (2012). On the Generation 
and Pruning of Skeletons Using Generalized Voronoi Diagrams. Pattern 
Recognition Letters, 33(16), 2113–2119. 
doi:10.1016/j.patrec.2012.07.014 

Liu, H., Wu, Z.-H., Zhang, X., & Hsu, D. F. (2013). A skeleton pruning algorithm 
based on information fusion. Pattern Recognition Letters, 34(10), 1138 – 
1145. doi:http://dx.doi.org/10.1016/j.patrec.2013.03.013 

Marretta, A. (2011). Digitized and cleaned tracing of rock-art in Valcamonica (IT) 
on Site Seradina I, Rock 12, Section West. 



 

103 

Marretta, A., & Cittadini, T. (2011). Valcamonica Rock Art Parks. Guide to Visiting 
Routes. (P. Stortini, Trans.). Capo di Ponte: Centro Camuno di Studi 
Preistorici. 

Montanari, U. (1968). A Method for Obtaining Skeletons Using a Quasi-Euclidean 
Distance. Journal of the ACM (JACM), 15(4), 600–624. 
doi:10.1145/321479.321486 

Montanari, U. (1969). Continuous Skeletons from Digitized Images. Journal of the 
ACM (JACM), 16(4), 534–549. doi:10.1145/321541.321543 

Ogniewicz, R. L., & Ilg, M. (1992). Voronoi Skeletons: Theory and Applications. In 
in Proceedings of the IEEE Conference on Computer Vision and Pattern 
Recognition (CVPR) (pp. 63–69). doi:10.1109/CVPR.1992.223226 

Ogniewicz, R. L., & Kübler, O. (1995). Hierarchic Voronoi skeletons. Pattern 
Recognition, 28(3), 343–359. doi:10.1016/0031-3203(94)00105-U 

Palágyi, K. (2009, August 7). Skeletonization and its applications. Presented at 
the 17th Summer School on Image Processing, Debrecen, Hungary. 

Parker, J. R. (2011). Algorithms for image processing and computer vision (2nd 
Edition.). Indianapolis, Ind: Wiley Publishing, Inc. 

Parker, J. R., Jennings, C., & Molaro, D. (1994). A Force-Based Thinning 
Strategy with Sub-Pixel Precision. In Vision Interface (pp. 82–87). 

Pratt, W. K. (2007). Digital Image Processing: PIKS Scientific Inside (4 edition.). 
Hoboken, N.J: Wiley-Interscience. 

Reniers, D., & Telea, A. (2007). Tolerance-based feature transforms. In 
Advances in Computer Graphics and Computer Vision (pp. 187–200). 
Springer. 

Rosenfeld, A., & Davis, L. S. (1976). A Note on Thinning. IEEE Transactions on 
Systems, Man and Cybernetics (SMC), 6(3), 226–228. 
doi:10.1109/TSMC.1976.5409243 

Rosenfeld, A., & Pfaltz, J. L. (1966). Sequential Operations in Digital Picture 
Processing. Journal of the ACM (JACM), 13(4), 471–494. 
doi:10.1145/321356.321357 

Rutovitz, D. (1966). Pattern Recognition. Journal of the Royal Statistical Society, 
129(4), 504–527. 

Saeed, K. (2001). Text and image processing: Non-interrupted skeletonization. In 
Proceedings of the 1st International IEEE Conference on Circuits, 
Systems, Comunications and Computers (CSCC’01) (pp. 350–354). 
Crete, Greece. 

Saeed, K., Tabedzki, M., Rybnik, M., & Adamski, M. (2010). K3M: A universal 
algorithm for image skeletonization and a review of thinning techniques. 
Applied Mathematics and Computer Science, 20(2), 317–335. 



 

104 

Sanniti di Baja, G. (2006). Skeletonization of Digital Objects. In Proceedings of 
the 11th Iberoamerican conference on Progress in Pattern Recognition, 
Image Analysis and Applications (CIARP06) (pp. 1–13). Springer DE. 
doi:10.1007/11892755_1 

Sanniti di Baja, G. (2008). On Medial Representations. In Proceedings of the 
13th Iberoamerican conference on Progress in Pattern Recognition, 
Image Analysis and Applications (CIARP08) (pp. 1–13). Springer DE. 
doi:10.1007/978-3-540-85920-8_1 

Sebastian, T. B., Klein, P. N., & Kimia, B. B. (2001). Recognition of Shapes by 
Editing Shock Graphs. In Proceedings of the Eighth International 
Conference On Computer Vision (ICCV-01) (pp. 755–762). 

Sebastian, T. B., Klein, P. N., & Kimia, B. B. (2004). Recognition of shapes by 
editing their shock graphs. IEEE Transactions on Pattern Analysis and 
Machine Intelligence (PAMI), 26(5), 550–571. 
doi:10.1109/TPAMI.2004.1273924 

Seidl, M., & Breiteneder, C. (2012). Automated Petroglyph Image Segmentation 
with Interactive Classifier Fusion. In Proceedings of the Eighth Indian 
Conference on Computer Vision, Graphics and Image Processing (pp. 
66:1–66:8). New York, NY, USA: ACM. doi:10.1145/2425333.2425399 

Sethian, J. A. (1996). A fast marching level set method for monotonically 
advancing fronts. Proceedings of the National Academy of Sciences, 
93(4), 1591–1595. doi:10.1073/pnas.93.4.1591 

Shaked, D., & Bruckstein, A. M. (1998). Pruning Medial Axes. Computer Vision 
Image Understanding, 69(2), 156–169. doi:10.1006/cviu.1997.0598 

Shen, W. (2011). MATLAB Implementation for Skeleton Pruning with Bending 
Potential Ratio. MATLAB. Retrieved from http://wei-
shen.weebly.com/uploads/2/3/8/2/23825939/shenskeletonpruningbpr.zip 

Shen, W. (2012). MATLAB Implementation for Skeleton pruning as trade-off 
between skeleton simplicity and reconstruction error. MATLAB. Retrieved 
from http://wei-
shen.weebly.com/uploads/2/3/8/2/23825939/shenskelpruningtradeoff.zip 

Shen, W., Bai, X., Hu, R., Wang, H., & Latecki, L. (2011). Skeleton Growing and 
Pruning with Bending Potential Ratio. Pattern Recognition, 44(2), 196–
209. doi:10.1016/j.patcog.2010.08.021 

Shen, W., Bai, X., Yang, X., & Latecki, L. J. (2012). Skeleton pruning as trade-off 
between skeleton simplicity and reconstruction error. Science China 
Information Sciences, 53(1), 1–18. 

Siddiqi, K., & Kimia, B. B. (1996). A shock grammar for recognition. In 
Proceedings  of the IEEE Computer Science Conference on Computer 
Vision and Pattern Recognition (CVPR ’96) (pp. 507–513). 
doi:10.1109/CVPR.1996.517119 



 

105 

Siddiqi, K., Shokoufandeh, A., Dickinson, S., & Zucker, S. (1999). Shock Graphs 
and Shape Matching. International Journal of Computer Vision, 35(1), 13–
32. doi:10.1023/A:1008102926703 

Stentiford, F. W. M., & Mortimer, R. G. (1983). Some new heuristics for thinning 
binary handprinted characters for OCR. IEEE Transactions on Systems, 
Man and Cybernetics (SMC), 13(1), 81–84. 
doi:10.1109/TSMC.1983.6313034 

Takaki, R., Toriwaki, J., Mizuno, S., & Izuhara, R. (2006). Shape Analysis of 
Petroglyphs in Central Asia. Forma, 21, 243–258. 

Telea, A. (2012). Feature preserving smoothing of shapes using saliency 
skeletons. In Visualization in Medicine and Life Sciences II (pp. 153–170). 
Springer. 

Telea, A., & van Wijk, J. J. (2002). An Augmented Fast Marching Method for 
Computing Skeletons and Centerlines. In Proceedings of the Symposium 
on Data Visualisation 2002 (p. 251–ff). Aire-la-Ville, Switzerland, 
Switzerland: Eurographics Association. 

The MathWorks Inc. (2012). MATLAB (Version 7.14 - R2012a). Natick, MA, USA: 
The MathWorks Inc. Retrieved from 
http://www.mathworks.com/products/matlab/ 

The MathWorks Inc. (2014). MATLAB Implementation of thin and skel. 
Morphological operations on binary images - MATLAB bwmorph. 
Retrieved July 14, 2014, from 
http://www.mathworks.com/help/images/ref/bwmorph.html 

Vincent, L. M. (1991). Efficient computation of various types of skeletons. In M. 
H. Loew (Ed.), Medical Imaging V: Image Processing (Vol. 1445, pp. 297–
311). SPIE. doi:10.1117/12.45227 

Wieser, E. (2013). 3D-Pitoti AnnoTool. Annotation of a figure. Retrieved June 17, 
2014, from 
http://3dpitoti.fhstp.ac.at/figures.php?imageName=SeradinaI_R012_West
Sector_BIG.jpg# 

Yang, M., Kpalma, K., & Ronsin, J. (2008). A survey of shape feature extraction 
techniques. Pattern Recognition, 43–90. 

Yang, X., Bai, X., Yang, X., & Zeng, L. (2009). An Efficient Quick Algorithm for 
Computing Stable Skeletons. In Proceedings of the 2nd International 
Congress on IMage and Signal Processing (CISP’09) (pp. 1–5). 
doi:10.1109/CISP.2009.5303734 

Zhang, D., & Lu, G. (2004). Review of shape representation and description 
techniques. Pattern Recognition, 37(1), 1–19. 
doi:10.1016/j.patcog.2003.07.008 

Zhang, T. Y., & Suen, C. Y. (1984). A Fast Parallel Algorithm for Thinning Digital 
Patterns. Communications of the ACM, 27(3), 236–239. 
doi:10.1145/357994.358023 



 

106 

Zhu, Q., Wang, X., Keogh, E., & Lee, S.-H. (2009). Augmenting the generalized 
hough transform to enable the mining of petroglyphs. In Proceedings of 
the 15th ACM SIGKDD International Conference on Knowledge Discovery 
and Data Mining (pp. 1057–1066). New York, NY, USA: ACM. 
doi:10.1145/1557019.1557133 

Zhu, Q., Wang, X., Keogh, E., & Lee, S.-H. (2011). An efficient and effective 
similarity measure to enable data mining of petroglyphs. Data Mining and 
Knowledge Discovery, 23(1), 91–127. doi:10.1007/s10618-010-0200-z 

 



 

107 

List of Abbreviations 

AFMM Advanced Fast Marching Method. A fast method for computing the 
distance map of a picture, used in a skeleton pruning algorithm 
developed by Telea and van Wijk (cf. 2002). 

AFMM* Advanced Fast Marching Method-Star. An improvement of the 
above described AFMM-method proposed by Telea and Reniers (cf. 
Reniers & Telea, 2007) with more correspondence to the medial 
axis. 

BPR  Bending Potential Ratio. The significance measure of a skeleton 
pruning algorithm developed by Shen et al. (cf. 2011) calculating the 
boundary potential of a contour segment. 

DT  Distance Transform. A mathematical operation to calculate the 
distance map of a digital picture. In a binary image, it labels every 
foreground pixel with its distance to the nearest background pixel. 

DCE  Discrete Curve Evolution. An algorithm for simplifying a binary 
shape to a polygon with a given number ov vertices, used for 
skeleton pruning by Bai et al. (cf. 2007). 

DSE  Discrete Skeleton Evolution. An improvement on the above 
described DCE-algorithm for skeleton pruning made by Bai and 
Latecki (cf. 2007). 

GVS  Generalized Voronoi Skeleton. The definition of a skeleton proposed 
by Liu et al. (cf. 2012) that is obtained with the voronoi diagram of a 
binary shape. 

IMF  Intrinsic Mode Functions. The result of an empiric mode decompo-
sition for smoothing the contour of a shape, proposed for skeleton 
pruning by Krinidis and Krinidis (cf. 2013) 

MA  Medial Axis. A concept for shape representation introduced by Blum 
(cf. 1967) that obtains centered lines, which form some kind of a 
skeleton of the shape. 



 

108 

MAF / MAT Medial Axis Function / Medial Axis Transform. A mathematical 
operation to obtain the medial axis (s.a.) of a digital shape. 

SPT  Skeleton Pruning Tradeoff. A skeleton pruning algorithm proposed 
by Shen et al. (cf. 2012), using a measure to quantify the tradeoff 
between skeleton simplicity and reconstruction error of the original 
shape. 

VD  Voronoi Diagram. A diagram that divides the space between a 
number of points into the same number of regions, by drawing lines 
that are equidistant to two points each. 



 

109 

List of Figures 

Figure 1: A prehistoric fighting scene pecked into the rock in Valcamonica (Italy). 
Image by Markus Seidl. ......................................................................................... 1!

Figure 2: A shape (black) and its skeleton (white). ............................................... 2!

Figure 3: The use of shock graphs for shape matching. The skeleton is divided 
into parts according the curvature of the boundary and those parts are matched 
with other shapes. Same colors indicate matching shock branches, gray ones 
have been spliced in the shock graph. (Adapted from: Sebastian, Klein, & Kimia, 
2001, p. 760) ......................................................................................................... 3!

Figure 4: A complex figure and its cyclomatic diagram (Adapted from Listing, 
1862 Taf.I). ............................................................................................................ 5!

Figure 5: A shape and it's medial axis generated at the excitation points of the 
grassfires (Reprinted from Vincent, 1991, p. 298). ............................................... 6!

Figure 6: A 2D-figure and its transformation into 3D space with cones sitting on 
the original contour. The apexes of the cones form the medial axis. (Reprint and 
slightly adapted from: Blum, 1967, p. 367) ............................................................ 7!

Figure 7: A shape and it's medial axis generated by the centers of maximal disks 
(Reprinted and slightly adapted from Vincent, 1991, p. 299). ............................... 7!

Figure 8: The iterative thinning of the character T. With each iteration one layer of 
pixels is removed from the outisde, until a single pixel-wide skeleton remains. 
(Reprint from: Parker, 2011, p. 216) ..................................................................... 8!

Figure 9: Comparison of thinning (left) and skeletonization via DT (right) of some 
simple shapes. Note that the thinning skeleton and the MAT of the rectangles are 
fundamently different, whereas others only slightly differ. (Adapted from: Pratt, 
2007, pp. 437 & 441) ............................................................................................. 9!

Figure 10: The skeleton of a rectangle and the skeleton of a rectangle with a 
small perturbation of the shape (Reprint from: Feldman & Singh, 2006, p. 18016).
 ............................................................................................................................ 10!



 

110 

Figure 11: The medial axis of a shape (left) and the pruned skeleton (right)  with 
a reconstruction of the shape (green) and the reconstruction error (red)  (Reprint 
from: Shen, Bai, Yang, & Latecki, 2012, p. 2). .................................................... 11!

Figure 12: The distance map (a) of a binary shape, (b) its set of local maxima, 
and (c) the connected skeleton. (Adapted from: Davies, 2012, p. 252) .............. 14!

Figure 13: The distance transform of three binary shapes (left) and their "distance 
skeleton" (right) as computed by Rosenfeld and Pfaltz. For simplicity on the left 
only odd values are displayed modulo 10, where on the right all values are shown 
modulo 10. (Adapted from: Azriel Rosenfeld & Pfaltz, 1966, p. 483 and 486) .... 14!

Figure 14: Examples of pixels with their 8 neighbours and the determined 
connectivity number χ (Reprint from: Davies, 2012, p. 247). .............................. 16!

Figure 15: Patterns for thinning of north, west, south and east looking pixels of 
the contour. Black pixels are object pixels, white pixels are background, pixels 
with X are ignored. (Reprint from: Parker, 2011, p. 213) .................................... 16!

Figure 16: The thinning of the character T. (a) After all north pixels were marked 
for deletion. (b) After all west pixels. (c) After south pixels. (d) After east pixels.  
Black pixels represent the ones being deleted in this iteration step. (Reprint from: 
Parker, 2011, p. 215) .......................................................................................... 16!

Figure 17: Typical thinning artifacts: (a) necking, (b) tailing and (c) spurious 
branches. (Adapted from: Parker, 2011, p. 217) ................................................. 17!

Figure 18: Boundary transformation of a polygon to obtain a skeleton. Concave 
vertices in the original contour generate arcs of circles in the skeleton. (Adapted 
from: Ugo Montanari, 1969, p. 537) .................................................................... 18!

Figure 19: The Voronoi diagram of two polygonal shapes. The medial axis (red) 
is a subset of the internal VD. (Adapted from: Kirkpatrick, 1979, p. 20) ............. 18!

Figure 20: The Voronoi diagram of the highlighted part of a polygonal 
approximation of a discrete shape (left), the derived internal and external 
skeletons of the same part (right), and the complete skeleton containing many 
insignificant branches. (Adapted from: Ogniewicz & Kübler, 1995, p. 351) ........ 19!

Figure 21: Computing the force adjacent background pixels exert on object 
pixels. The vector sum of forces is accumulated. The nearer the force exerting 
pixel, the higher the force. (Reprint and slightly adapted from: Parker et al., 1994, 
p. 84) ................................................................................................................... 20!



 

111 

Figure 22: The representation of a 2D-shape as a deformable model where 
different forces are applied (Reprint from: Krinidis & Chatzis, 2009, p. 3). ......... 20!

Figure 23: The relative prominence of a skeletal point is defined as d/r. (Reprint 
from: Ho & Dyer, 1984, p. 16) ............................................................................. 22!

Figure 24: Different residual functions (a) potential residual and circularity 
residual, (b) bi-circularity residual, and (c) chord residual for the regularization of 
a skeleton. (Adapted from: Ogniewicz & Ilg, 1992, p. 64) ................................... 22!

Figure 25: The pruning of the skeleton of a horse shape with different thresholds t 
for the number of boundary pixels each seketal point derives from. Skeleton 
points that derive from short boundary segments are removed whereas points 
that derive from larger segments remain. (Reprint from: Telea & van Wijk, 2002, 
p. 256) ................................................................................................................. 23!

Figure 26: Comparison of (a & b) Blum’s MAT via Euclidean DT obtained with 
Choi et al.’s algorithm (cf. Choi, Lam, & Siu, 2003), with (c & d) Krinidis' skeletons 
via physics-based deformable models (cf. Krinidis & Chatzis, 2009), and (e & f) 
the proposed pruning method with bending potential ratio. Note the lower 
correspondence to the medial axis (orange) and some unwanted branches 
(magenta). (Adapted from: Shen et al., 2011, p. 204) ......................................... 24!

Figure 27: Comparison of Bai's pruning algorithm with DCE (col. 1 & 2) with 
different number of vertices (cf. Bai, Latecki, & Liu, 2007), and the proposed 
pruning algorithm with BPR (col. 3). Note the shortening of significant branches 
(red) and remaining insignificant ones (magenta).  (Adapted from: Shen et al., 
2011, p. 205) ....................................................................................................... 25!

Figure 28: Pruning of the DT skeleton with the proposed saliency metric σ. The 
saliency of the skeleton rump decreases constantly from its maximum whereas 
the saliency value of unwanted branches decreases from the outside in.  
(Reprinted and slightly adapted from: Telea, 2012, p. 160) ................................ 26!

Figure 29: Comparison of (a) original DT skeleton, (b) the skeleton pruned by a 
conventional algorithm (cf. Choi et al., 2003) with unconnected (red circles) and 
unimportant branches (magenta), and (c) the skeleton derived with the proposed 
DCE algorithm. The figure is first simplified to a polygon with a prior defined 
number of vertices (red lines) and then the skeleton is grown to the convex 
endpoints. (Adapted from: Bai et al., 2007, p. 450) ............................................. 27!



 

112 

Figure 30: The skeletons obtained with the proposed method, the reconstructed 
shapes (green) and the reconstruction error (red) with the value of the recon-
struction error ratio given in brackets. (Adapted from: Shen et al., 2012, p. 11) . 28!

Figure 31: Comparison of (a & b) Bai’s DCE-skeleton (cf. Bai et al., 2007), with  
(c & d) the proposed pruning algorithm of the GVS based on visual contribution 
and reconstruction contribution with different thresholds. Bai’s algorithm retains 
unwanted branches (magenta) or removes significant ones first (red), whereas 
the proposed algorithm removes the least significant one first (green). (Adapted 
from: Liu et al., 2012, p. 2118) ............................................................................ 29!

Figure 32: Comparison of the skeletons obtained with (A) Bai et al.’s DCE-
algorithm (cf. Bai et al., 2007), (B) Ogniewicz and Kübler’s method (cf. Ogniewicz 
& Kübler, 1995), (C) Telea’s pruning by saliency measure (cf. Telea, 2012), (D) 
Shen et al.’s pruning with BPR (cf. Shen et al., 2011), and (E) the proposed 
method by information fusion. Deletion of significant branches (red), remaining 
unwanted ones (magenta) and shortening of branches (turquoise) does not 
happen with the proposed method. (Adapted from: Liu et al., 2013, p. 1144) .... 30!

Figure 33: Comparison of (a) the input skeleton following Blum’s definition of the 
MAT obtained with Choi et al.’s algorithm (cf. Choi et al., 2003), with (b) the 
skeleton obtained with Dimitrov et al.’s method (cf. Dimitrov et al., 2000), (c) Bai’s 
DCE-skeleton (cf. Bai et al., 2007), (d) his own physics-based skeleton (cf. 
Krinidis & Chatzis, 2009), (e) a skeleton method exploiting morphological 
elements, and (f) the pruned skeleton with the proposed method using intrinsic 
mode functions. Note the problems of remaining insignificant branches 
(magenta), shortening of significant ones (turquoise), lost holes (yellow), low 
correspondence to Blum’s MAT (orange) and lost significant branches (red) 
occurring with all other methods. (Adapted from: Krinidis & Krinidis, 2013) ....... 31!

Figure 34: The photograph of a pecked figure and its digitized tracing  (Image by 
Markus Seidl; Tracing adapted with permission from: Alberto Marretta, 2011). . 36!

Figure 35: Parts of the tracings of site Seradina I, Rock 12, Section West.  
Digitized foils stitched, aligned and cleaned. Tracing by Alberto Marretta. (Reprint 
with permission from: Alberto Marretta, 2011) .................................................... 37!

Figure 36: Webtool for petroglyph shape annotation. Selected figure highlighted 
and classified with a predetermined taxonomy (Screenshot from: Wieser, 2013). 
Tracing by Alberto Marretta. ................................................................................ 38!

Figure 37: Comparison of tracings with different quality. B&W-tracing with good 
quality (no differentiation between natural and artificial rock engraving), colored 



 

113 

tracing with good quality (occluded figures and cracks in different colors), tracing 
with poor quality. ................................................................................................. 39!

Figure 38: Figure with large holes, incomplete figure (only head and arms),  
damaged figure (abrasion) and superimposition of several figures at once. Single, 
disconnected peckmarks can be noticed around all figures. ............................... 39!

Figure 39: The manually selected test dataset consists of 12 classes with 8 to 20 
figures each. Each column shows one distinct class. For the class names please 
refer to Table 2. ................................................................................................... 42!

Figure 40: Comparison of the results of the skeletonization (middle) and thinning 
(right) operations of MATLAB of a rectangle (left). .............................................. 43!

Figure 41: The skeleton obtained with bwmorph skel (left), the distance matrix of 
the same figure (middle) and the combined medial axis (right). ......................... 43!

Figure 42: Comparison of the results of the skeletonization (middle) and thinning 
(right) operations of MATLAB on a petroglyph shape (left). ................................ 44!

Figure 43: A morphological opening of a binary image (left) performed as an 
erosion (middle) with subsequent dilation (right). Small white (foreground) holes 
are closed whereas large white areas remain as they were. .............................. 45!

Figure 44: A morphological closing of a binary image (left) performed as a dilation 
(middle) with subsequent erosion (right). Small black (background) holes are 
closed while other areas stay untouched. ........................................................... 45!

Figure 45: A linear filtering of an image (left) with a lowpass (middle) and a 
highpass filter (right). ........................................................................................... 46!

Figure 46: A median filtering of a binary image (left) with a 3x3 neighbourhood 
(middle) and a 7x7 neighbourhood (right). It affects both directions, small black 
(background) holes and small white (foreground) holes are removed. The 
contours of the blobs are also smoothed. ........................................................... 46!

Figure 47: Comparison of the raw shapes (col. 1 & 3) of the first figures from 
each class in the small test dataset, and the manually pre-processed ones (col. 
2 & 4). .................................................................................................................. 48!

Figure 48: Comparison of the original figure (left) to the skeleton obtained with 
bwmorph-skel (middle) and bwmorph-thin (right) with the underlying pre-
processed shape (gray). Bwmorph-skel has more spurious endbranches, where 
bwmorph-thin has less but does shorten them significantly. ............................... 51!



 

114 

Figure 49: The skeletons of bwmorph-skel and bwmorph-thin in one picture. 
Pixels where they are congruent are black, pixels where they differ are red for the 
thin-version and green for the skel-version. Bwmorph-skel has more spurious 
endbranches (upper right magnification). They mostly differ by only 1 pixel (lower 
right magnification), sometimes they differ by 2 pixels (upper and lower left 
magnification). ..................................................................................................... 51!

Figure 50: Skeleton of a praying figure computed with Howe's contour-length 
pruning algorithm (cf. Howe, 2004a). It is often 2 pixels wide and produces a lot 
of disconnected pixels (see magnifications). ....................................................... 52!

Figure 51: The DCE algorithm computes the skeleton only for the first blob found 
from the upper right corner. ................................................................................. 53!

Figure 52: The skeleton of a house like figure computed with Bai et al.'s DCE-
algorithm (cf. Bai et al., 2007). It's sometimes 2 pixels wide (magnification) and 
preserves the outer loop of a shape. Inner connections of the skeleton are lost 
(blue) and insignificant branches remain (magenta). Even worse, significant 
branches are lost (red) as the parameter value is set too low (number of 
vertices: 15). ........................................................................................................ 53!

Figure 53: DCE-skeleton of the same house with a larger parameter (number of 
vertices: 21). All significant branches are now preserved. .................................. 54!

Figure 54: A wrong parameter value (noVert: 15) for a shape (left) results in only 
a single pixel as skeleton (magnified), whereas setting the value a step higher 
(noVert: 16) produces a reasonable skeleton (right). .......................................... 54!

Figure 55: The skeleton of a house computed with Shen et al.’s pruning algorithm 
(cf. Shen et al., 2012) suffers from nearly the same problems as the DCE-
skeleton. It is more often 2 pixels wide (magnification) and is also not able to 
preserve inner connections of the skeleton (blue). It does preserve all important 
branches (green) but in contrast is not able to preserve the outer loop (red). .... 55!

Figure 56: The skeleton of a house computed with Shen et al.’s bending potential 
ratio pruning algorithm (cf. Shen et al., 2011). It performs well with the standard 
parameter value (0.8), but does shorten all branches (magnifications) and has 
remaining insignificant ones (magenta). ............................................................. 56!

Figure 57: Repeated median filtering of an antropomorph figure (upper left) with 
increasing filter size. The numbers of black and white areas decrease rapidly 
(row 2) whereas the circularity and solidity of the shape remain stable (row 3). 
With a filter size of 15 pixels at this figure, the original shape can be recognized 



 

115 

(upper middle), whereas with 25 pixels it is still recognizable but starts to 
decompose (upper right), which impedes skeletonization. ................................. 59!

Figure 58: Repeated morphological opening and closing of an antropomorph 
figure (upper left) with increasing structuring element size. The numbers of black 
and white areas decrease rapidly (row 2) whereas the circularity and solidity of 
the shape remain stable (row 3). With a structuring element size of 5 pixels at this 
figure, the original shape can be recognized (upper middle), whereas with 8 
pixels it is still recognizable but also starts to decompose (upper right). ............ 60!

Figure 59: The shape decomposes even faster (cf. Figure 58) if opening is done 
before closing. ..................................................................................................... 60!

Figure 60: Blobs in a figure (upper left) are deleted according their size. With a 
threshold of 0.1% of image size (row 1, col. 2), nearly all holes in the figure and 
spurious peckmarks are gone. A threshold of 1% of image size (row 1, col. 3) 
deletes all of them, whereas with a threshold of 5%, important parts of the figure 
are deleted (upper right). The numbers of black and white areas again decrease 
rapidly and then stays constant for a long time (row 2). The third row shows the 
relation of number of blobs (x-axis) to their size (y-axis). .................................... 61!

Figure 61: Contour smoothing of a raw antropomorph figure (first picture) with 
increasing smoothing window size. The contour of the main shape is smoothed 
(second and third) until important parts are deleted (foot) and the shape is not 
clearly recognizable any more (fourth picture). Small holes are only partially 
smoothed away; most of them persist, but the figure does not decompose. ...... 62!

Figure 62: Contour smoothing of the same figure pre-processed with median 
filtering and dilation (left picture) with increasing smoothing window size (others). 
At narrowings (magnification of left picture) new persisting holes may be created 
(magnifications of others), which have to be removed otherwise. ...................... 62!

Figure 63: The final pre-processing pipeline for our petroglyph shapes. ............ 63!

Figure 64: Histogram of relative sizes of black and white areas in all figures of the 
small test dataset. On both sides there is a large number of areas with a size 
smaller than 0.001 of the original image size. ..................................................... 64!

Figure 65: Dilation of the shape after median filtering. Without dilation figures 
break apart (left), too much dilation merges important parts (right). A dilation size 
of 3 pixels turns out to be a reasonable tradeoff. ................................................ 65!



 

116 

Figure 66: For this house shape (left), a value of 3 for the number of iterations is 
better than 4 (middle). A higher value would lead to thin parts breaking apart and 
the loss of relevant holes (right). ......................................................................... 65!

Figure 67: For this key shape (left), a value of 4 for the number of iterations 
would be better (right), as it provides a better smoothing of the shape than with 
the value of 3 (middle). ........................................................................................ 66!

Figure 68: Empirical determination of the contour smoothing parameter value. 
Each line represents one shape and its decreasing number of skeletal endpoints 
of the thinning skeleton (y-axis) with increasing smoothing window size (x-axis).
 ............................................................................................................................ 66!

Figure 69: Comparison of the number of endbranches in the thinning skeleton of 
all shapes in the small test dataset before (left) and after automated pre-
processing (right). Whereas the skeletons of the raw shapes have a rather high 
number of endbranches (10-100 and higher), the numbers of endbranches of the 
skeletons of the pre-processed shapes are all within 1 and 20. ......................... 67!

Figure 70: Workflow of the original DCE-algorithm for extraction of the skeleton of 
one blob. ............................................................................................................. 68!

Figure 71: Processing of the original DCE-algorithm on a sample shape (row 1). 
First the perimeter is derived (row 2) and the predefined number of salient point 
is determined (row 3). Subsequently only convex points are taken (row 4) and all 
contour points are marked with their according contour segment number (row 5). 
At last the skeleton (blue) is grown from the point with the maximal distance to 
the boundary of the shape (green) to all endpoints (row 6 & 7). ......................... 69!

Figure 72: Workflow of the modified DCE-algorithm for extraction of the skeleton 
of more than one blob. Applied changes and new steps are bold. ..................... 70!

Figure 73: Workflow of the modified DCE-algorithm for extracting more than one 
contour of a blob with holes. Applied changes and new steps are bold. ............. 71!

Figure 74: The skeleton of a shape with holes computed with the original DCE-
algorithm (left) compared to the skeleton computed with the modified DCE-
algorithm (right). Where the first one does not mark the contour pixels of the 
holes (upper left) and thus is not able to preserve inner connections of the 
skeleton (lower left), the latter does (upper and lower right). There are some 
minor differences in the skeleton caused by the prior thinning of the shape. ..... 71!



 

117 

Figure 75: Perimeter pixels (red) are constricted at narrowings by the pixel-
following algorithm. Thus new endpoints are generated (green), which lead to 
spurious branches (magnifications). ................................................................... 72!

Figure 76: Comparison of correct contour segment numbering by using convex 
points where a skeleton can be obtained (left), and the simulated (because there 
are less concave than convex points) wrong contour segment numbering by 
mistakenly using concave contour points where no skeleton can be grown (right).
 ............................................................................................................................ 73!

Figure 77: A crippled skeleton due to a confusion of convex and concave 
endpoints during Discrete Curve Evolution. ........................................................ 73!

Figure 78: Workflow of the SPT-pruning algorithm. ............................................ 74!

Figure 79: Comparison of the original SPT-algorithm (left), with the one with 
DCE-modifications applied (middle), and the modified SPT-algorithm (right). One 
of the branch paths that are used for calculating the reconstruction of the shape 
and may be pruned away, is highlighted in red. In the first two cases all branch 
parts start at the point with the maximal distance to the boundary of the shape 
(green), and follow the skeleton path clockwise to all endpoints. Thus in the 
original SPT-algorithm no holes are preserved at all (left), whereas with DCE-
modifications they are partially preserved (middle). When we take only the 
branch parts from the junction points to the endpoints of the skeleton for the 
pruning step into account, all inner connections are preserved (right). ............... 74!

Figure 80: The skeleton of a shape with holes computed with the modified DCE-
algorithm. All inner connections of the skeleton are preserved while some 
insignificant branches remain. ............................................................................. 75!

Figure 81: The modified SPT-pruning algorithm now also preserves the topology 
of the shape and deletes all insignificant branches the preceding DCE-algorithm 
retains (orange). Occasionally branches are shortened (turquoise). .................. 75!

Figure 82: An example for a good (row 1) and for a weak pre-processing (row 2) 
of an antropomorph shape. Holes are closed in both, but the contour of the first is 
very smooth, whereas the contour of the second has a high perturbation. Thus 
the thinning skeleton has a lot of remaining unnecessary branches. .................. 81!

Figure 83: Important parts of the shape are lost due to pre-processing. A "filiform" 
is nearly erased (row 1), thin parts of a large house are deleted (row 2), and parts 
of the spear and the tail of a horse-and-rider figure are lost (row 3). .................. 82!



 

118 

Figure 84: Independent parts of the shape are merged. The hind legs or horns 
ends of animals (row 1 & 2), or the roofing of a house (row 3). .......................... 83!

Figure 85: The "camunian rose" consists of a swung line with several, closely 
spaced dots, which are merged by our pre-processing pipeline. ........................ 84!

Figure 86: Small shapes upscaled largely and therefore not smoothed enough by 
our pre-processing pipeline. ................................................................................ 85!

Figure 87: The shape is smoothed, and small holes are closed, whereas 
structural ones are preserved (row 2). ................................................................ 86!

Figure 88: Closely spaced parts are reconnected to obtain a continuous skeleton.
 ............................................................................................................................ 87!

Figure 89: The contours of the shapes are smoothed to obtain skeletons without 
insignificant branches. ......................................................................................... 88!

Figure 90: Important shape parts are preserved for full representation of the 
original shape. ..................................................................................................... 89!

Figure 91: The DCE- and SPT-algorithms produce much more spurious branches 
than the others. ................................................................................................... 90!

Figure 92: The BPR-algorithm prunes important parts of some shapes (e.g. 
shield, horns ends, tail feathers) that others preserve. ....................................... 91!

Figure 93: Better performance of the BPR-algorithm on simple shapes where 
others have more spurious branches. ................................................................. 92!

Figure 94: The DCE- and SPT-skeleton suffer from problems with circular 
shapes. They produce a lot of spurious branches. ............................................. 93!

Figure 95: The skeletons of two different shapes are similar, as skeletonization in 
general lacks the ability to preserve the thickness of the original shape. ........... 94!

Figure 96: For most of our shapes, the evaluated algorithms perform comparably 
well, and produce skeletons that are very alike. ................................................. 95!

 



 

119 

List of Tables 

Table 1: Comparison of recent skeleton pruning methods. ................................. 34!

Table 2: Number and distribution of figures in the different classes of the small 
test dataset. ......................................................................................................... 41!

Table 3: Results of the evaluation of our preprocessing pipeline on our full 
dataset. Percentage of shapes that are struck by the given problem. For details 
please refer to Table 5. ....................................................................................... 77!

Table 4: Results of the evaluation of the skeletonization algorithms on the full 
dataset. Percentage of skeletons that are struck by the given problem. For details 
please refer to Table 5. ....................................................................................... 78!

Table 5: Results of the visual evaluation of the full dataset. Absolute and relative 
numbers of pre-processed shapes and differently obtained skeletons showing 
problems. ............................................................................................................ 80!

 



 

120 

Appendix 

A. Table of Contents – Supplementary DVD 
 

DVD  
  |---  01_Test Dataset 
  | 
  | 

Contains the original bitmaps of our test dataset of 12 classes 
and the manually preprocessed ones 

  |---  02_Source Codes 
  | 
  | 

Contains the MATLAB-codes of our preprocessing pipeline 
and the improved skeleton pruning algorithms 

  |---  03_Evaluation 
 
 

Contains the evaluation files for each main class of our full 
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